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Classifiers trained on disjointed classes with few labelled data points are used in one-shot learning to
identify visual concepts from other classes. Recently, Siamese networks and similarity layers have been
used to solve the one-shot learning problem, achieving state-of-the-art performance on visual-character
recognition datasets. Various techniques have been developed over the years to improve the performance
of these networks on fine-grained image classification datasets. They focused primarily on improving the
loss and activation functions, augmenting visual features, employing multiscale metric learning, and
pre-training and fine-tuning the backbone network. We investigate similarity layers for one-shot learning
tasks and propose two frameworks for combining these layers into a MergedNet network. On all four
datasets used in our experiment, MergedNet outperformed the baselines based on classification accuracy,
and it generalises to other datasets when trained on miniImageNet.
Crown Copyright � 2022 Published by Elsevier B.V. This is an open access article under the CC BY license

(http://creativecommons.org/licenses/by/4.0/).
1. Introduction

Humans can recognise visual concepts (objects) by learning
from a few seen instances, which is a common problem that com-
puters have yet to solve. They require many examples to train a
neural network to recognise these same visual concepts (objects).
If the data is sparse, the neural network will typically over-fit it
to the model during training, making it difficult to generalise such
a model to a previously unseen dataset. In addition, time and effort
are required to collect and label high-quality data. In ecology, for
example, data on endangered species of animals is scarce, so data
augmentation techniques are essential in preventing over-fitting
and improving accuracy. However, with only one sample image
of a particular species and situations where annotated images do
not exist due to cost, augmenting the data used to train a model
to recognise such species becomes challenging.

One solution to this problem is to use one-shot learning, which
has recently gained popularity in the deep learning community.
One-shot learning attempts to identify visual concepts using only
a few labelled data points to train the network. It divides images
in a query set with at least one labelled instance into disjoint
classes, referred to as the support set. One-shot learning methods
performed well on visual character recognition [1–3]. However,
they struggle with fine-grained image categorisation tasks [4–7].
As a result, most recent research has concentrated on improving
the classification accuracy on fine-grained datasets, such as MiniI-
mageNet, CIFAR-100, CUB-200–2011, and Caltech256.

A well-trained feature extractor generates good features for the
one-shot learning task, which help establish the relationship
between closely related visual concepts and separate them. One-
shot learning models usually have a backbone that extracts fea-
tures for a relational network. The relational network uses metrics
such as cosine, Euclidean (L1), or Mahanthan (L2) similarity to
compare the extracted features for classification. Fine-tuning the
backbone model as in [8] could lead to better accuracy of the
one-shot learning model. Using deeper neural networks as the
backbone could also improve classification accuracy. However,
the network may struggle to generalise and over-fit when there
are few labelled examples. Like the traditional deep neural net-
works, data augmentation produces synthetic images to remedy
the over-fitting problem. However, the architecture of these net-
works makes data augmentation hard to implement on-the-fly.
Some one-shot learning tasks use on-board data augmentation
[9,5], which sits between the backbone and relational networks.
[5] used ResNet-18 with multiple layers to augment the visual fea-
tures. Even though on-board data augmentation improves classifi-
cation accuracy, this is not significant compared to those without
it. Some studies [8,10] focused on using pre-trained and fine-
tuned models to increase classification accuracy, whereas recent
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efforts focused on Multi-scale Metric Learning [11,12]. The latter
use multiple-scale features extracted with backbone models and
apply fusion techniques to combine them for a relational network.

The contribution of similarity layers to classification accuracy is
one area that requires further investigation. Different one-shot
learning tasks require different types of similarity layers. The work
presented in this paper was inspired by [13], which discovered that
the Euclidean (L1) outperformed the cosine similarity used in [14].
As a result, we hypothesised that adding a merged similarity layer
to such networks would improve their classification accuracy. To
that end, we propose two approaches for combining similarity lay-
ers in our MergedNet network for one-shot learning. As a result, we
have made the following contributions to the field of one-shot
learning:

� developed a new type of similarity layer (multi-layer) for deep
similarity networks, which is the basis of our MergedNet net-
work. The method merges three types of similarity layers:
– using a Concatenation layer and standard backbone

networks.
– using a Maximum layer and standard backbone networks.

� we have evaluated these methods with state-of-the-art one-
shot learning methods.

The remainder of this paper is organised as follows. We review
existing work that attempts to improve the classification accuracy
of one-shot learning networks in Section 2. In particular, those that
focused on fine-grained image categorization datasets. Section 3
describes our methods, which include network architectures and
similarity layers. Then we move on to Section 4 to describe the
datasets, experiments, and benchmarking. Finally, in Section 5,
we present and discuss the results, and in Section 6, we conclude.
2. Related work

One-shot learning is a classification task in which a network
trained on a specific set of classes predicts the outcomes of some
other (disjointed) classes that were excluded from the training
set. In one-shot learning, the dataset is divided into three parts:
training, support, and test. The training set is disjointed and differ-
ent from the support and test sets, which usually share the same
class space. The size of the support set (K) and the number of
unique classes (C) determine the type of few-shot task. For exam-
ple, we have a five-way one-shot task if the few-shot problem has
K = 1 and C = 5. The one-shot learning task works well with visual
character recognition [1–3] but struggles with fine-grain categori-
sation tasks [4–7]. Many studies have been conducted to improve
accuracy by training and evaluating difficult datasets such as Ima-
geNet, CIFAR-100, CUB-200–2011, and Caltech256. Various tech-
niques have been used to improve the accuracy of the one-shot
learning task. These include improving the loss function, using a
triplet-like loss function [6,15,16], or contrastive loss functions
[1,14]. Activation functions [3,7,17] have also been explored and
demonstrated to improve the accuracy of these networks. Other
techniques include augmenting visual features [9,5], multiscale
metric learning [11,12], and simple pre-training and fine-tuning
[8,10].

[18] identified three major approaches to few-shot classifica-
tion problems. Bayesian modelling of the prior distribution of the
different classes [19,20], meta-learning [14,18,21], and that based
on maximising the distance between examples from different
classes [1,6,22]. Our method expands on the latter by combining
multiple single-layer similarity metrics to form a multi-layer sim-
ilarity metric. To our knowledge, this is the first time a one-shot
learning task has been approached in this manner.
2

Some studies have approached this problem by investigating
accuracy and convergence using loss functions. Triplet and con-
trastive losses are the two most commonly used loss functions in
training these models. The triplet loss function compares the
anchor input to the network’s negative and positive inputs. They
converge slowly, and it is difficult to find informative triplets.
Attempts to improve the triplet loss function have primarily
focused on improving the network’s slow convergence. [15] used
a proxy-based loss to find informative triplets without using a
large batch size, which improved the convergence rate and perfor-
mance of the one-shot training. [16] learnt the transferable feature
embedding using a ranking-motivated structured loss, whereas [6]
used a K-tuplet network based on training sample relationships.
The advantage of this method is that it accelerates convergence
by preserving the training and improving accuracy. It also seam-
lessly integrates with the nonlinear distance metric function,
emphasising the significance of feature embedding. [23] proposed
a lifted structure embedding method that considered all pairs-wise
edges within the batch. [24] used a similar method to develop its
multi-class N-pair loss objective function. This enables the net-
work to generalise more quickly by comparing multiple negative
examples and efficiently constructing batches to reduce the com-
putational complexity of the deep embedding vectors.

To achieve state-of-the-art results on the Omniglot dataset, [1]
used a Contrastive Loss function and augmented the training set
(using affine distortions). This loss function is similar to the
Triplet-loss in that they both learn a similarity function to find sim-
ilar images. The Euclidean (L1), Cosine, and Manhattan (L2) dis-
tances are the most commonly used similarity functions with
Siamese networks. [1] used the weighted L1 distance between
the twin feature vectors, and MatchNet [14] used metric learning
based on deep neural features, a Cosine distance, and recent
advances that augment the data on-the-fly within the neural net-
works. [13] found that the Euclidean distance outperformed the
cosine used in [14] and an investigation by [18] attributed this to
metric scaling.

Siamese networks benefit from data augmentation in the same
way that it helps prevent overfitting and improves performance in
traditional neural networks. [5] proposed a dual-TriNet that can
effectively augment visual features produced by multiple layers
of ResNet-18. Their approach has the benefit of improving classifi-
cation accuracy while automatically performing feature augmenta-
tion without generating synthesised images. One disadvantage of
this approach is that the training time increases as the augmenting
is in the feature space. [9] suggested a feature learning scheme that
uses adversarial network techniques to generate attention by min-
ing discriminative information from feature maps and using a
multi-scale classifier. Besides augmentation, some research has
shown that simple pre-training and fine-tuning can achieve sur-
prisingly competitive performance with few-shot classification
methods (e.g., [8,10]).

Multi-Scale Metric Learning [11,12] uses a nonlinear feature
fusion to combine features to increase the accuracy of siamese net-
works. The approach enhances feature adaptability and improves
the ability of the metric function to discriminate between object
classes. To further enhance accuracy, [12] used an attention mech-
anism by calculating the cosine similarity between features in the
support and query set as the weight of each layer feature vector.
The advantage of this approach is that the network will pay more
attention to the same class of images during training, which
improves the recognition of similar images during testing.

Recently, Siamese network accuracy has been improved using
various activation functions. [3] proposed Kafnets, which learn
proper embedding with a few epochs. Compared with ReLU activa-
tion, they reduce training time and improve classification accuracy.
[17] assessed the performance of the Siamese Neural Network
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using various activation functions and discovered that the sigmoid
function was the most stable. According to the research by [7], the
negative-margin loss works well with one-shot learning tasks. This
study shows that negative margin loss outperforms softmax.

3. Methods

In this section, we consider the one-shot classification task on
which we have based our methods. We tested our methods on four
datasets, which are described in Section 4.1.

3.1. One-shot learning

We divided the dataset into three sets for one-shot learning: the
training set (T), the support set (S), and the query set (Q). T is dis-
joint from Q and S, but S and Q belong to the same class. Assume
there are i classes in the training set, j classes in the support set,
and k classes in the query. The set of class labels in T, S, and Q is
then Ci;Cj and Ck, respectively (see Eqs. (1)–(3)). The image label
pairs in the training set are denoted by Eq. 1.

T ¼ fðxi; xjÞ; dðxi; xjÞg and i; j ¼ 1::N ð1Þ
Where ðxi; xjÞ are the image pairs in the training set and dðxi; xjÞ

is the pair’s similarity score. If xi and xj are the same, then the score
is 1 and 0 otherwise. N is the number of training samples.

Eq. 2 denotes the image label pairs in the support set.

S ¼ fðxk; xlÞ; dðxk; xlÞg and k; l ¼ 1::M ð2Þ
Where ðxk; xlÞ are the image pairs in the support set and dðxk; xlÞ

are the similarity scores of the pair of images ðxk; xlÞ. The score is 1
if xk and xl are equal, and 0 otherwise. M is the number of support
samples, and M ¼ C � K , where C is the number of classes, and K is
the labelled examples for each C class. We had a five-way one-shot
learning task because the support set had K ¼ 1 labelled sample for
each of the C ¼ 5 classes.

Eq. 3 denotes the images in the query set.

Q ¼ fxkg and k ¼ 1::n ð3Þ
Fig. 1. TheMergedNet Architecture. From left to right are the input images, which we fed
through a cosine, L1 and L2 similarity layers. We then combine the outputs with the me
Finally, we passed the merged layer output through a sigmoid activation function.

3

Where xk are image samples from classes in the support set. The
aim of this learning is to classify samples in the query set given
some examples in the support set, and that the following is true:
Ci R Cj; T \ S ¼ £; T \ Q ¼ £ and Q 2 S. Hence, classes in
the training set versus support are disjoint, but those in the sup-
port and query set intersect.

3.2. The network architecture

We used an approach similar to the work by [1], but our feature
extractor outputs 1024 features instead of 4096. The feature
extraction networks share the same parameters since they are
copies of the same CNN. We use the neural network architecture
that learns image and attribute vector embeddings in the same
vectorial space (embedding space), such that we can compute dis-
tances between the twin features. The two input image pairs,
ðxi; xjÞ, are fed into a convolutional neural network, which produces
two fixed-length feature vectors, f ðxiÞ and f ðxjÞ. Since the two fea-
ture extractor networks are the same, f ðxiÞ will be similar to f ðxjÞ if
the two images are the same and dissimilar otherwise. We used
Lambda Layers to compute the differences between the feature
vectors. Then, we pass the output through a sigmoid function to
produce a similarity score between 0 and 1. Now, Eq. 1 is rewritten
as Eq. 4 because of a merged similarity layer in MergedNet, with
dðf L1; f L2; f CosineÞ representing the merged similarity layer and
f L1; f L2; f Cosine, the features from the Euclidean, Manhattan, and
Cosine similarity layers, respectively.

As shown in Fig. 1, we use standard CNNs (ResNet-18 [25],
MobileNetV2 [26] or EfficientNet-B0 [27]) for the backbone model
(feature extractor network), which sped up model training time by
generating fewer network parameters. We then fed the outputs of
the feature extractor networks through the similarity layer
detailed in the following section (Section 3.2.1).

T ¼ fðxi; xjÞ; dðf L1; f L2; f CosineÞg and i; j ¼ 1::N ð4Þ
3.2.1. The Similarity Layer
Similarity scores are calculated using Euclidean distance, shown

in Eq. 5, Mahanthan distance, Eq. 6, or Cosine distance, Eq. 7. An
approach to embedding them in a one-shot learning network is
through the feature extractor networks. The outputs are two feature vectors passing
rged similarity layer, which we either concatenate or find the maximum similarity.
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by implementing them as layers [1,6], which we adopted. In this
method, we perform an element-wise operation on the feature
vectors and generate a new feature vector.

deðv;wÞ ¼
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiXn
i¼1

ðv i �wiÞ2
vuut where v and w are feature vectors:

ð5Þ

dmðv;wÞ ¼
Xn
i¼1

jv i �wij where v and w are feature vectors: ð6Þ

dcðv;wÞ ¼

Xn
i¼1

v iwiffiffiffiffiffiffiffiffiffiffiffiffiffiXn
i¼1

v2
i

s ffiffiffiffiffiffiffiffiffiffiffiffiffiXn

i¼1

w2
i

s where v and w are feature vectors:

ð7Þ
We noticed that the similarity layers resulted in different clas-

sification accuracy after continued experimentation. We, therefore,
hypothesised that merging the features from the various similarity
layers could improve the accuracy of the network.

3.2.2. The merged similarity layer
We combined feature vectors from the Euclidean (L1), Mahan-

than (L2), and Cosine similarity layers (see Fig. 1)) to form a
Fig. 2. The figure depicts the MaxSimilarity Layer of the MergeNet architecture, which sho
MaxSimilarity layer.

Fig. 3. The figure depicts the ConcatSimilarity Layer of the MergeNet architecture, which
and a ConcatSimilaritylayer.

4

merged similarity layer, which is the basis of our MergedNet. Mer-
gedNet has two merged similarity layers, MaxSimilarity (see Fig. 2)
and concatSimilarity (see Fig. 3).

For MaxSimilarity, we took the element-wise maxima of the
three similarity layers (L1, L2 and Cosine). Suppose S ¼ ðSikÞ is
the similarity layer, for 1 6 i 6 m and 1 6 k 6 n, where m is the
total number of similarity layers, and n is the size (number of rows)
of each similarity layer, then, we take the corresponding maxima of
elements in each row of the three layers to form a layer of size n
defined by Eq. 8.
maxSk ¼ max
16i6m

ðSikÞ ð8Þ

For the ConcatSimilarity, we appended the three similarity lay-
ers to form a larger layer, which is defined in Eq. 9. The parameters
of this are similar to those defined for MaxSimilarity, equation 8,
and since, in this study, m ¼ 3 , the size of concatSimilarity is 3n.
concatSk ¼ S1k S2k S3k½ � ð9Þ
To create the merged layers, we flattened the backbone model

output and applied a dense layer of 1024 channels with a RELU
activation function, an L2 kernel regularizer (1e-3), and a bias ini-
tializer. The L2 regularizer had a mean of 0.0, while the bias initial-
izer had a mean of 0.5 and a standard deviation of 0.01. Because it
had two inputs, the modified backbone model produced two 1024
feature vectors.
ws two input images going through a backbone model, three similarity layers, and a

shows two input images going through a backbone model, three similarity layers,
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We then fed these outputs into three separate Lambda layers to
compute L1, L2 and cosine similarities (see Section 3.2.1 for
details). Each lambda layer produces a 1024-feature output. We
pass them through a Maximum Layer, which finds the element-
wise maximum of the three layers and outputs a 1024-feature vec-
tor. Finally, we applied a dense layer with a filter size of 1 and a sig-
moid activation function, which produces a probability value
between 0 and 1, indicating the similarity of the pair of input
images. Concatenation works similarly in that the three outputs
pass through a concatenate layer before being merged to form a
feature vector of size 3072. The output feature vector is again
passed through a dense layer with a filter size of one and a sigmoid
activation function, yielding a probability value between 0 and 1.

Instead of initialising the twin network weights and biases in all
convolutional layers as in [1], we focused on the fully connected
layer. The input images to the network were resized to (105 �
105) and trained for 200 epochs with a batch size of 16. We use
a binary cross-entropy loss as the objective function and an Adam
Optimiser with more details of these parameters provided in 4.2.1.

4. Experiments

4.1. Datasets

Most one-shot learning research evaluates fine-grained image
categorization tasks using CUB-200–2011 [28], Caltech256 [29],
MiniImageNet [30], and CIFAR-100 [30] datasets. As a result, we
experimented with these four datasets, allowing us to compare
them to state-of-the-art methods in this field. We also used back-
bone networks, which are similar to cutting-edge methods, to aid
in our evaluation. The datasets used in this study are briefly pre-
sented in this section.

The CUB-200–2011 [28] dataset is a fine-grained dataset with
200 classes and 11,788 images. It has been used in many fine-
grain categorisation tasks and, more recently, to benchmark few-
shot learning tasks. We used a similar dataset split (100, 50, and
50 classes for training, validation, and testing, respectively) to that
proposed in [5], which is also similar to those proposed in
[31,13,2,8,14,10,32].

The Caltech256 dataset [29] contains 30,607 real-world images.
It has 257 classes, but we have removed the ”clutter” class, which
did other few-shot learning literature. We used a dataset split sim-
ilar to [2,14,31,5], which contains 150, 56 and 50 classes for train-
ing, validation and testing, respectively.

The MiniImageNet [14] dataset contains 100 randomly chosen
classes from the original ImageNet dataset, each with 600 images.
We split the dataset according to [5,6,2,4], to 64, 16, and 20 train-
ing, validation, and test classes, respectively. We used this dataset
because it is complex and has been used for many one-shot learn-
ing tasks.

The CIFAR-100 [30] dataset contains 100 classes with 600
images each. We followed the recommendation in [2,14,31,5] to
split that dataset into 64, 16 and 20 training, validation and testing
classes, respectively, which is also consistent with other studies
that evaluated their one-shot learning task with this dataset.

4.2. The experiments

For our evaluation, we used the four datasets detailed in Sec-
tion 4.1 to perform the experiments, and used ResNet-18, Mobile-
NetV2 and EfficientNet-B0 as backbone networks. We then
performed two experiments using:

� a Concatenation layer (Concat) to merge the three similarity
layer (Cosine, L1 and L2 layers - see Fig. 1).
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� a Maximum layer (Max) to merge the three similarity layer
(Cosine, L1 and L2 layers - again, see Fig. 1).

We evaluated the experimental results performed with our
merged layer methods (Concat and Max) against various state-of-
the-art one-shot and five-shot learning methods and deposited
the source codes in a GitHub repository.1 We then repeated the
experiments using the standard similarity layers (Cosine, Euclidean
(L1), and Manhattan (L2)) and compared the results. Finally, we
experimented with how our methods trained on MiniImageNet gen-
eralised to other datasets.
4.2.1. Set-up
We performed our experiments using three backbone net-

works: Resnet-18, MobileNetV2, and EfficientNet-B0. The ResNet-
18 architecture is similar to the implementation in [25], except
that we use a 105 x 105 input image size. The MobileNetV2 archi-
tecture is the same as the one proposed by [26], which uses
inverted residual blocks with bottlenecking features, except that
we used a width multiplier of 1 and an image size of 105 x 105.
The architecture of the EfficientNet-B0 backbone network is simi-
lar to that of [27], except that the input image size is 105 x 105.
We then applied a dense layer of 1024 channels with a sigmoid
activation function to the outputs of these networks, which we
passed through our proposed merged similarity layer with a sig-
moid activation function.

For all experiments, we set the number of epochs to 200 and the
batch size to 16. As the objective function for training the network,
we use binary cross-entropy loss and an Adam Optimiser with an
initial learning rate of 0.0001. We then reduced the learning rate
by a factor of ten whenever training plateaued for more than ten
epochs. The input images were all resized to (105 x 105), similar
to the original Siamese networks used for one-shot learning.

The CNN models were trained on a Windows 10 computer with
64 GB of RAM and a 3.6 GHz processor with a GeForce GTX TITAN X
GPU (12 GB of memory). To implement all of our models, we used
Python 3.6 and Keras 2.3.1 with a TensorFlow backend.
4.2.2. Benchmarking
We compared the baseline models, which are based on Cosine,

Manhattan, and Euclidean similarity layers, with our proposed
merged similarity layers on the four datasets (CUB-200–2011
[28], Caltech256 [29], miniImageNet [30] and CIFAR-100 [30])
detailed in Section 4.1. We evaluated them specifically on five-
way one-shot and five-way 5-shot accuracy, providing a compar-
ison of the results in Section 5.

We prepared K one-shot tasks at random. Each task has five ran-
domly generated image pairs (see Fig. 4). Four pairs were from dif-
ferent classes, and one was from the same class. Therefore, for a
single task, there were five predicted similarity scores. We consider
a pair in a task similar if they had the highest predicted score and
their ground-truth similarity is 1. The percentage predicted cor-
rectly is calculated over the K one-shot tasks. We repeated the K
one-shot tasks over 600 random samples as in [7] and reported
the mean classification accuracy with a 95% confidence interval.

A generalisation problem occurs when the classification accu-
racy of deep learning models is tested with different datasets
[6,33]. We compared how our merged methods versus the baseline
generalise to other datasets. The CUB-200–2011 [28], Caltech256
[29] and CIFAR-100 [30] datasets have some classes in common,
but the MiniImageNet [30] dataset has fewer, which are drawn
from a different distribution. Classes in the test datasets (CUB-
200–2011, Caltech256, and CIFAR-100) do not overlap with those
1 source codes at:https://github.com/Amotica/MergedNET

https://github.com/Amotica/MergedNET


Fig. 4. An example of a five-way one-shot task. The maximum-predicted similarity score is the second row (highlighted), which corresponds to the ground-truth correct
prediction of 1, thus, a correct prediction by the model.
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in the training dataset (MiniImageNet). The MiniImageNet dataset
model was used to evaluate test data from the CUB-200–2011, Cal-
tech256, and CIFAR-100.
5. Results and discussions

5.1. Comparing the baseline results

Tables 1–3 show the classification accuracies of the baseline
(Cosine, L1 and L2 layer) and our merge similarity layers (Max.
and Concat.) with 95% confidence using ResNet-18, MobileNetV2
and EfficientNet-B0 backbones, respectively.

The L1, L2, and Cosine similarity layers produce results consis-
tent with those reported in other studies, such as [14,4,13,8,2].
Table 1
This shows the mean accuracy with 95% confidence from four datasets (CIFAR-100, CUB_20
L2, Cosine, Max and Concat) using the ResNet-18 backbone network. The Max and Concat
the best accuracy (bolded and highlighted).

Table 2
This shows mean accuracy with 95% confidence from four datasets (CIFAR-100, CUB_200_2
Cosine, Max and Concat) using the MobileNetV2 backbone network. The Max and Concat
the best accuracy (bolded and highlighted).

6

The L1 and L2 similarity layers outperformed the Cosine similarity
layer regarding classification accuracy across all backbone net-
works. We noticed that the difference in results could be attributed
to metric scaling [18]. For elements in the two feature vectors clo-
ser to zero, the product of cosine similarity will yield a zero, affect-
ing the classification accuracy of the network using only cosine
similarity. However, because L1 and L2 are element-wise subtrac-
tion, their values only approach zero, so the results are unaffected.
5.2. MergedNet vs. baseline methods

Across all datasets and backbone networks used in our
experiments, our MergedNet outperformed the one-shot learning
methods that use L1, L2, and Cosine similarity layers (classification
0_2011, MiniImageNet and Caltech256) against four different similarity methods (L1,
similarity layers are our methods. All experiments using our similarity layers achieved

011, MiniImageNet and Caltech256) against four different similarity methods (L1, L2,
similarity layers are our methods. All experiments using our similarity layers achieved



Table 3
This shows the mean accuracy with 95% confidence from four datasets (CIFAR-100, CUB_200_2011, MiniImageNet and Caltech256) against four different similarity methods (L1,
L2, Cosine, Max and Concat) using the EfficientNet-B0 backbone network. The Max and Concat similarity layers are our methods. All experiments using our similarity layers
achieved the best accuracy (bolded and highlighted).
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accuracy). MergedNet, which used the ResNet-18 backbone net-
Table 4
This shows the mean accuracy with 95% confidence of classifying data from the other three datasets (CIFAR-100, CUB_200_2011 and Caltech256) using the model trained on the
miniImageNet with the ResNet-18 Backbone network.

Table 5
This shows state-of-the-art methods, the backbone network used, and the mean accuracy with 95% confidence. The reported results were based on the CIFAR-100 dataset. The
MergedNet methods are bolded, and we have highlighted the best based on classification accuracy.
work, performed better than EfficientNet-B0 and MobileNetV2.
ResNet-18 learns from residuals and has been demonstrated by
[5] to be a practical feature extractor for one-shot learning tasks.
Its classification accuracy, on the other hand, was very close to
EfficientNet-B0, and it was consistent across all backbones used.

We have used backbone architectures with fewer parameters,
similar to those used in [5,10,32,14]. The performance gain from
our MergedNet is due to the robust merged similarity layer. Our
Table 6
This shows state-of-the-art methods, the backbone network used, and the mean accurac
dataset. The MergedNet methods are bolded, and we have highlighted the best based on
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results show that carefully merging similarity layers can improve
classification accuracy in both one-shot and five-shot learning tasks.
5.3. Generalisation of MergedNet trained on MiniImageNet data for
one-shot tasks

When we classify new data with existing models, the classifica-
tion accuracy decreases due to the data distribution shift [6]. Even
though the data used in one-shot learning come from different
y with a 95% confidence level. The reported results were based on the Caltech-256
classification accuracy.



Table 7
This shows state-of-the-art methods, the backbone network used, and the mean accuracy with 95% confidence. The reported results were based on the CUB-200–2011 dataset.
The MergedNet methods are bolded, and we have highlighted the best based on classification accuracy.
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classes, they are all from the same data distribution. Similar to the
work in [6], we report the classification accuracy of our MergedNet
model with a ResNet-18 backbone model, trained on MiniImagenet
and validated against the CUB-200–2011, CIFAR-100 and Caltech-
256 datasets, and present the classification accuracy with 95% con-
fidence in Table 4.

Our MergedNet network performed better (classification accu-
racy), confirming previous findings. Even though the results gener-
alised, we noticed that the accuracies dropped significantly but
were still better than random guessing, primarily because the data-
set used to evaluate the MiniImagenet model came from a different
distribution.
Table 8
This shows state-of-the-art methods from the literature, the backbone network used, and
MiniImageNet dataset. The MergedNet methods are bolded, and we have highlighted the
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5.4. MergedNet vs. other state-of-the-art methods

We explore work that used very similar backbones and datasets
and evaluated our MergedNet results with their five-way one-shot
and five-shot classification accuracies with 95% confidence. We
have presented the results in Tables 5–8.

Tables 5 and 6 show the comparison of methods trained and
tested on the CIFAR-100 and Caltech-256 datasets, respectively.
Our MergedNet methods had the best performance (classification
accuracy for both one-shot and five-shot learning) on both data-
sets. Dual-TriNet [5], which augmented data automatically within
the network, had a near similar performance to ours. However, the
the mean accuracy with a 95% confidence level. The reported results are based on the
best method based on classification accuracy.
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quality of the merging similarity layer as in MergedNet surpassed
the data augmentation. DEML + Meta-SGD [31] was the next clos-
est, as it uses ResNet-50 as its feature extractor, which outperforms
ResNet-18 on these datasets. However, merging the three layers
again proved superior.

We compareMergedNet to state-of-the-artmethods trained and
tested on the CUB-200–2011 dataset in Table 7. A MergedNet fin-
ished second to RENet [32] on the one-shot task but was only in
the top five by a narrowmargin on the five-shot learning task. RENet
benefited from explicitly meta-learning cross-image relations,
which the MergedNet network did not have. The MergedNet net-
work used similarity layers, which were strengthened by their mer-
ger, whereas RENet benefited from self- and cross-correlation.With
the one-shot task, S2M2 [10]was the third best performingnetwork.
The ResNet-34 and the two-staged training were responsible for its
performance (with a fine-tuning stage). MergedNet outperformed
S2M2because it used three similarity layers, including a cosine sim-
ilarity layer, whereas S2M2 used only one.

Finally, we compare MergedNet to methods trained and tested
on the MiniImageNet dataset in Table 8. Our MergedNet network
was the best with this challenging dataset. However, with superior
self- and cross-correlation techniques, RENet ranked second on this
dataset, as it benefits from explicitly meta-learning cross-image
relations. However, on the five-shot learning task, the MergedNet
method ranked third place, trailing only to RENet [32] and FEAT
[34] by a small margin.
6. Conclusion

We have proposed a network based on merging similarity lay-
ers for one-shot learning tasks called MergedNet. We presented
experimental results demonstrating that MergedNet outperformed
the baselines (methods based on Cosine, Euclidean, or Mahanthan
similarity layers) and most state-of-the-art Siamese network mod-
els on the fine-grained image datasets. MergedNet produced con-
sistent results across all three backbone (feature extractor)
networks used in our experiments. We also discovered that our
model trained on the MiniImageNet dataset generalises to other
datasets and outperforms random guessing. However, we have
only considered reduced parameter networks as feature extractors
for the five-way one-shot and five-way five-shot learning tasks. We
recommend for future work further research into sophisticated
feature extractors, applying MergedNet to other few-shot learning
tasks, and some data augmentation techniques, such as those by
[5] because they improve classification accuracy even further.
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