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Audio Embedding-Aware Dialogue Policy Learning
Asier López Zorrilla, M. Inés Torres, Heriberto Cuayáhuitl

Abstract—Following the success of Natural Language Process-
ing (NLP) transformers pretrained via self-supervised learning,
similar models have been proposed recently for speech processing
such as Wav2Vec2, HuBERT and UniSpeech-SAT. An interesting
yet unexplored area of application of these models is Spoken
Dialogue Systems, where the users’ audio signals are typically just
mapped to word-level features derived from an Automatic Speech
Recogniser (ASR), and then processed using NLP techniques to
generate system responses. This paper reports a comprehensive
comparison of dialogue policies trained using ASR-based tran-
scriptions and extended with the aforementioned audio processing
transformers in the DSTC2 task. Whilst our dialogue policies
are trained with supervised and policy-based deep reinforcement
learning, they are assessed using both automatic task completion
metrics and a human evaluation. Our results reveal that using
audio embeddings is more beneficial than detrimental in most of
our trained dialogue policies, and that the benefits are stronger
for supervised learning than reinforcement learning.

Index Terms—Spoken Dialogue Systems, Audio Embeddings,
Transformer Neural Networks, Deep Reinforcement Learning

I. INTRODUCTION

SPOKEN Dialogue Systems (SDSs) aim at providing a
convenient response to the user based on their speech’s

audio signal and dialogue context. Due to the advances in
Automatic Speech Recognition (ASR) and Natural Language
Processing (NLP) and given the lack of effective tools for
working directly with audio signals in this context, audio
signals are often mapped into words first, and then NLP
techniques are applied to understand the user and act accord-
ingly. However, this approach is very dependent on the ASR
providing a correct transcription, which might not be the case
in noisy environments, or if the user is non-native or has an
uncommon accent [1]. More importantly, it ignores important
information in the users’ speech, such as their emotional mood,
prosody, or the noise level of the environment, which could be
key to carry out a better dialogue strategy. This paper aims at
including this information in end-to-end SDSs via cutting edge
audio embeddings (also referred to as ’speech representations’)
as illustrated in Figure 1.

In fact, recent advances in self-supervised speech represen-
tation learning have opened the door to new ways of including
acoustic information in Artificial Intelligence systems. Mo-
tivated by the success of similar approaches in NLP, these
speech representations are learnt by transformer-based neural
networks using unlabelled data only. They have demonstrated
to be really powerful. State-of-the-art results (or close to
that) can be obtained relatively easily in a variety of audio-
related tasks using them, even if small domain specific data is
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Fig. 1. Proposed dialogue manager architecture using audio-textual features,
see Section III for further details.

available [2]–[4]. Preliminary experiments by [5] performed
on the DSTC2 [6] spoken dialogue corpus indicate that, audio
embeddings might actually encode useful acoustic information
and exploit it to learn better dialogue policies, when combined
with GPT-2 transformer [7] based neural dialogue policies.

This article extends the previous work above to further
validate and, even more importantly, understand the effects of
including speech representations in SDSs. First, we provide
a substantially larger experimentation. We compare three of
the latest audio embedding models (Wav2Vec2 [2], HuBERT
[8] and UniSpeech-SAT [9]) and two different methodologies
to extract the speech representations from them. Second, we
analyse the consequences of adding audio embeddings to
dialogue policies in a number of conditions: (a) combined
with text representations obtained from two ASRs’ output (of
different qualities) and manual transcription, and (b) trained
with three learning algorithms a number of times to extract
statistically meaningful results. Third, we validate the results
obtained with automatic metrics via a human evaluation. Last,
we study differences in the behaviour and performance of
policies that use and do not use acoustic information.

Consequently, we identify under which conditions audio
embeddings help to learn better dialogue policies: they help the
most with noisy ASRs, especially when the policies are learnt
via Supervised Learning. Whilst speech representations allow
a better user understanding in many occasions (e.g. identify
what kind of information is being requested), they are also able
to indicate the system that a turn has been noisy and that the
ASR transcription might not be very reliable in some cases.
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We have also found that the improvements are higher when
learning policies via Supervised Learning (SL) as opposed to
Reinforcement Learning (RL), probably because RL policies
adapt better to the uncertainty in the ASR output.

The rest of the paper describes related works in Section
II, our proposed approach for audio-based policy learning
in Section III, our experimental framework (corpus, simu-
lation pipeline, evaluation metrics and learning algorithms)
in Section IV, experimental results and analysis (automatic
evaluation, audio embedding comparison, human evaluation
and a manual inspection of the models) in Section V, and
Section VI presents our conclusions.

II. RELATED WORK

Recent works on dialogue management have focused on
improving different aspects of text-based models. For instance,
one very interesting research area is open domain response
generation with common-sense reasoning. It aims at providing
dialogue models with general knowledge, which can enhance
user understanding and lead to more diverse and informative
response generation [10], [11]. Furthermore, it can also serve
as a tool to model long-term dialogue goals [12], which is
a very novel trend on dialogue modelling [13]; and even for
dialogue emotion recognition [14], [15], another contemporary
research topic [16]. On the other hand, latent-variable models
have also been adopted to build open domain dialogue systems
that produce more diverse [17] or contextually coherent [18]
responses. Moreover, these models have also attracted atten-
tion for task-oriented dialogue management, where they have
been used for joint state tracking and dialogue response gen-
eration [19], and also combined with pretrained transformer
language models [20]. Although most works focus on either
open domain or task-oriented dialogue management, there are
also proposals to fuse both modalities [21]. In either case, all
these works describe text-based dialogue systems only.

As for SDSs, the inconveniences caused by relying only on
ASR outputs to make decisions have been previously treated
in different ways. Some classical approaches to deal with this
problem have focused on extracting as much information as
possible from the ASR at hand. For example, a conventional
methodology to build more robust SDSs consists of processing
the top N hypotheses of the ASR rather than just the main
output [22]. Some other alternatives make decisions based
on ASR word confidence scores [23] or word confusion
networks [24], which were proposed around two decades ago
and are still in use nowadays [25] in SDSs and in Spoken
Language Understanding [26], [27]. In the same vein and
though hard to scale up, POMDP-based dialogue managers
[28] were developed to cope with the uncertainties related
to SDSs, including ASR outputs. Other efforts to include
information present in the users’ audio signals but absent in
the ASR transcription can be found in the area of emotion
aware dialogue systems [29], [30]. This kind of systems often
include a module devoted to emotion recognition from audio,
whose output is employed by the dialogue manager in the
decision making step. However, none of the methods presented
in these works explicitly process speech representations and
make decisions based on them.

Closer to our work, we can find the research area of end-
to-end spoken language understanding, where an audio is
mapped into semantic labels directly. The encoder-decoder
approach was the first way to tackle this problem [31]. Lately
Wav2Vec2, one of the audio embedding networks that we use,
has also been used to this end [4], showing the potential of this
transformer network. But these studies focus on classifying
audio signals, not on making decisions based on them.

The number of previous works describing dialogue systems
that process the users’ audio directly (without an ASR) is
rather scarce. [32] and [33] present sequence-to-sequence
models that process audio features in the context of audio
visual scene-aware dialogue [34], [35], where the system has
to answer a number of questions related to an audio visual
scene. However, the audio to be analysed is not the users’
audio, but the scenes’ one. Closer to our approach is [36], who
explore the inclusion of user sentiments in end-to-end dialogue
systems. They train a dialogue policy that takes some audio
features as input via SL. They found however that using the
output of an external sentiment classifier worked better than
the raw features. They also fine-tuned their dialogue manager
using RL, but without including audio features.

The work presented in [37] is probably the closest to ours.
They investigate the inclusion of users’ audio in an LSTM-
based encoder-decoder network for response generation in
open-domain dialogue using SL only, not RL. To this end, they
first train word-level audio embeddings in a response selection
task and then concatenate those to traditional word embed-
dings to form the input to the network. In contrast to their
work, our approach is simpler in terms of implementation, we
use novel audio embedding networks which require no further
pretraining, and we apply it to task-oriented dialogue data. In
addition, the audio representations used in [37] were trained
without taking into account the word order in dialogue turns,
which could miss valuable audio information such as prosody.

Last, this study presents several novelties compared to our
preliminary work [5]. We provide a larger experimentation and
a much deeper analysis of how, when and why speech repre-
sentations help to learn better dialogue policies. We compare
three audio embedding models and two ways to integrate them
as opposed to just one model and one method. Moreover, we
use two speech recognisers instead of only one to analyse the
influence of their quality. In addition, we present automatic
results after more runs (6 instead of 1 in SL, and 30 instead
of 7 in RL) to draw statistically stronger conclusions. More
importantly, we further support those results with a human
evaluation, and we study the differences between policies that
use and do not use audio embeddings with a manual inspection
of their behaviour and other metrics.

In this paper we also show that our dialogue policies can be
easily fine-tuned using both SL and RL. Even though (deep)
RL has established methodologies to train different types of
dialogue systems [38]–[41], the user simulators employed in
previous works only generate either words or dialogue acts—
not audio. In contrast, our simulation pipeline is capable of
providing audio-based dialogue turns. This is new in the area
of dialogue policy learning. We refer the readers to [42] for a
more-in-depth analysis of RL in spoken dialogue systems.
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Fig. 2. Example set of inputs as part of the ’text dialogue history’ in Figure 1 showing how it is represented in the proposed dialogue manager architecture.

III. AUDIO-AWARE DIALOGUE MANAGEMENT

To measure the impact of including speech representa-
tions in dialogue managers, we compare policies that make
decisions based on text-based dialogue history only against
policies that process the history in the exact same way but
also include audio embeddings to represent the last user’s turn
audio signal. We use a simple but contemporary architecture
for our dialogue managers, see Figure 1. First, fixed-length
representations from the dialogue history and the last user’s
turn audio are obtained with different architectures of trans-
former networks. Then, a linear predictor is used to compute
the unnormalised probability distribution of the system’s next
dialogue act. Dialogue acts (as meanings of utterances) are
used as output because they facilitate the integration of a user
model and the policy optimisation with RL.

Text dialogue history. A pretrained GPT-2 transformer net-
work [7] is used to process the text dialogue history and is fine-
tuned during the training process. This approach has shown
great success in both open domain [43] and goal oriented [44],
[45] dialogue management. Each turn in the dialogue history
is represented as raw text, i.e. no dialogue acts or named
entities are used as input to the policies—to keep our approach
as simple as possible. We employ a similar strategy to [46]
to build the input to the GPT-2 network; three sequences of
embeddings are added before being fed to the transformer, as
represented in the example of Figure 2. First, the sequence
of token embeddings is generated by concatenating the text
of the turns in the dialogue history and processing it with a
pretrained byte-level Byte-Pair-Encoding tokenizer (first row
in Figure 2). Dialogue turns are separated with special tokens
(<sys> or <user>) that indicate when system or user turns
start. The second input sequence is made of segment/speaker
embeddings, and is devoted to underline whose turn is (second
row in Figure 2). The aforementioned <sys> and <user>
tokens are used to this end. Last, the position embeddings
provide the notion of order, as in most transformer networks
[7] (third row in Figure 2). A <DA_pred> token is appended
to the token and segment embeddings to indicate that the
input sequences are complete and the dialogue act prediction
should be made. In the example, the <API_call> and
<no_DB_result> are used to log database searches in the
dialogue history, as explained later in Section IV-B.

Last user’s turn audio. We combine text with speech-based
representations of the last user’s dialogue turn. We compare
three audio embedding models trained with self-supervised
learning: Wav2Vec2 (W2V2 in short) [2], HuBERT [8] or
UniSpeech-SAT (also referred to as ‘UniS.’) [9]. Even though
each model is trained in a particular manner and has unique
features, they all share a similar neural network architecture: a

Convolutional Neural Net to digest the raw audio signal, and a
multi-layer transformer on top of it to produce representations
at different levels of abstraction, depending on the layer.

We keep the audio embedding models frozen during train-
ing, as recent studies [47] have shown that great success can
be achieved in a number of tasks via linear predictions from
the audio embeddings only, without any need of fine-tuning.
Our three models employ a 12-layer transformer with a hidden
size of 768. Thus, they output 768×12 values per time frame.
They output 50 sets of vectors per second, and so the total is
too high to directly perform predictions from them. In order to
reduce the size of the representations to enhance our training
procedure, we average the output of each layer in the time
dimension, as suggested by [47] and [9]. We further reduce
the dimensionality of the speech representations by selecting
the output of a subset of layers. We do not just use the last
layer because its representations might well not be the best
[47], depending on the task. In Section V-B, we study which
are the best layers for each model in our case.

Furthermore, we also explored the option of fine-tuning the
audio transformers instead of keeping them frozen, in Section
V-B. However, we obtained poorer results, and therefore the
experiments presented in this paper are carried out without
fine-tuning the audio embedding models.

IV. EXPERIMENTAL FRAMEWORK

A. Corpus

Recent dialogue corpora released in the last few years (e.g.
MultiWOZ [48], STAR [49] or SGD [50]) have focused on
text based dialogue modelling and none include audio. Some
of the largest spoken dialogue corpora are the DSTC 1, 2 and
3 datasets [6], [51], [52]. Among these, the DSTC2 dataset [6]
is by far the most used corpus for research in spoken dialogue
technology and therefore we use this corpus in this work.

DSTC2 contains 3235 human-machine dialogues in the
domain of restaurant search, acquired with three different
dialogue systems. The corpus makes use of 8 slot types: area,
food type, restaurant name, price range, address, phone, post-
code and signature. All the slots are requestable, which means
that users can ask for information about any of those. For
example, they may ask about the address of a given restaurant.
In contrast, only the first 4 slot types are informable, i.e. they
can be used to constraint the restaurant search. This means
that users can look for restaurants by area, food type or price
range, but not by postcode for example. The corpus is split
into three partitions: train, dev and test, which contain 1612,
506 and 1117 dialogues respectively. We merge the original
dev and test partitions to build our testing data. In that way the
training and test partitions have the same amount of data. This
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is important because the module in charge of sampling user
audios—the User Audio Sampler presented in Section IV-B—
is sensitive to the number of available audio turns to sample
from. This is done to prevent biased user behaviour.

B. Dialogue pipeline for simulations

We use dialogue simulations to evaluate the performance
of our dialogue policies and to train them using RL. The
simulation pipeline is illustrated in Figure 3. The remaining
of this subsection describes its components.

Fig. 3. Diagram of the simulation pipeline.

Dialogue Policy. The dialogue polices generated by the
proposed dialogue manager in Figure 1 (Section III) use the
publicly available small pretrained GPT-2 checkpoint and the
so-called Base one for Wav2Vec2, HuBERT and UniSpeecch-
SAT. Our dialogue states take into account a dialogue history
truncated to the last 9 turns to avoid excessive GPU memory
consumption. Our dialogue actions use composite dialogue
acts to support multiple dialogue acts in a single dialogue
turn (e.g. confirm | area + request | food), similarly to the
procedure in DeepPavlov DSTC2 [53]. The reward function
and learning algorithms used for selecting the best dialogue
act in each state are described in subsection IV-D.

Named Entity Recogniser. Since our dialogue policies
output dialogue acts containing one or a few slots, we use
a Named Entity Recogniser (NER) to extract named entities
from user turns to fill the slots of the dialogue acts. Our NER
component, based on fuzzy matching, is a slightly improved
version of DeepPavlov’s NER for this task.

Database. Although no database was released as part of
DSTC2, database calls can be inferred from the data to form
a large enough dataset to perform dialogue simulations with it.
Our policies are thus able to make database queries. In order
to log this activity in the text dialogue history, every time a
database query is made, the token <API_call> is added
to the dialogue history. If the query is successful, the token
<DB_result> is added. The token <no_DB_result>
is concatenated otherwise. When multiple restaurants are re-
trieved, only one is selected (randomly). Thus, all information
that the system may provide in subsequent dialogue turns
would correspond to that result. If new user constraints are
detected and the dialogue manager makes a new successful

API call, the information retrieved from that point onwards
would correspond to the latest search result.

Slot Filler and NLG. We use a rule-based slot filler to select
the slot values associated to a dialogue act. As a dialogue
progresses, we keep track of the recognised named entities
by the NER module and the output of database searches.
Depending on the dialogue act, we fill the slots with the
last values produced by the NER or database modules. Our
Natural Language Generation (NLG) module produces text
corresponding to the system turns given a pair of dialogue
act and selected slots using predefined templates. Since the
user model works at the dialogue act level, the generated
text is only used to fill the dialogue history. The slot filler is
also in charge of selecting the search criteria for the database
searches, based on the last entities recognised from the user.
For instance, in the previously shown example of Figure 2, the
only recognised entity would be Basque. Therefore, the only
condition in the consequent database search would be that the
food type is Basque, and there would not be any constraint
regarding the area or the price range.

User Model (UM). Our UM is based on Attributed Prob-
abilistic Finite State Bi-Automata [54]–[56]. It is data-driven
and works at the dialogue act level, and its goal is selected
at the beginning of the simulations according to the goal
probability distribution found in the corpus. We built a UM
with the training data to learn RL policies, and a UM with the
test data to evaluate the performance of all policies.

User Audio Sampler. Since audio signals need to be fed
to the proposed dialogue policies, we employ the User Audio
Sampler proposed in [5] to sample an audio turn from the
corpus. First, it selects output candidates filtering the audios
of dialogue turns labelled with the same dialogue acts and slots
generated by the UM. In order to enhance the behaviour of the
sampler, the sampling probability of each candidate is adjusted
in terms of the turn number (of the simulated dialogue and the
candidate) and the number of repetitions. The turn number
adjustment is introduced because users may speak in different
ways depending on the phase of the dialogue. Similarly, if
the same dialogue act/slot combination has been used more
than once in a dialogue, it is probably due to the system
not understanding it correctly and requesting it again. Last,
it may happen that the dialogue act/slot combination output
by the UM is not present in the corpus. In this case no audio
signal can be fed to the dialogue policy, and the simulation
ends prematurely. This happens in 20% of the dialogues, but
fortunately, the sampling errors occur in the very first user turn
almost exclusively (96% of the times)—due to the constraints
of the user goal not appearing in the dataset. This means that
only very rarely (0.8% of the simulations) computation time
is wasted without adverse effects.

ASR/Transcription. Our experiments use three types of
textual inputs: manual transcriptions (TRS), and two automatic
speech recognition systems of different quality. The noisiest
ASR (ASR 1) is based on a Wav2Vec2 network, where
the wav2vec2-base-960h checkpoint was fine-tuned using 960
hours of Librispeech [2]. It achieved a Character Error Rate
(CER) of 24.5 in the DSTC2 corpus, and a Word Error Rate
(WER) of 45.8. For the second and better performing ASR
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(ASR 2) we chose the best English model provided in the Vosk
toolkit1, the vosk-model-en-us-0.22 model. The CER and WER
errors were lower for this ASR, 10.1 and 21.0 respectively.

C. Automatic evaluation metrics

Our dialogue policies are evaluated automatically via sim-
ulated dialogues using the test user model. Their performance
is measured with three common task-completion metrics [55],
[57]—bounded between 0 and 1.

User Request Score (URS) indicates whether the system
answers to the user in focus. It is the ratio between user
informs answering a user request and user requests. For
example, this score is high if the system provides an address
after the user has requested it. This metric does not take into
account, however, whether that address is correct or not, i.e.,
if it corresponds to the restaurant they are talking about or not.
Whenever the user does not explicitly request any information,
this score is not computed. This typically happens when the
system provides information without the user requesting it.

System Offered Valid Venue (SOVV) indicates the correct-
ness of system informs. It is the ratio between system informs
that satisfy the constraints of the user and the total informs.

Can’t Help Score (CHS) is only computed in a small frac-
tion of the dialogues, about 20% approximately. Sometimes
the UM has unreachable goals; for example, a user may want
to find a Basque restaurant in the south of town, but there is
none. In that case, the system should inform that there is no
way to find such a restaurant. This score is 1 if the system
provides this information, and 0 otherwise.

For simplicity and completeness, we use a combination of
the three scores, which we call Evaluation score. Instead of
defining it as the average of the three scores, we perform a
weighted average with a lower weight for URS because it
is a simpler task in which all the policies achieve close to
perfect (>0.95) results. Lowering the URS weight gives more
importance to the other two scores, which differ more across
policies. In this way, the evaluation score aims to reflect more
clearly the differences between policies. It is defined as:

Evaluation score = 0.2 · URS + 0.4 · SOVV + 0.4 · CHS.

If any of the three scores above is not computed, the weights
of the remaining scores are increased proportionally to keep
the score bounded between 0 and 1.

Last, we also report the results in terms of a SOVV-CHS
combined score, which facilitates the comparison between
automatic and human metrics (see Section V-C). This score
is the average of CHS and SOVV when both are computed,
and SOVV otherwise. It measures the accuracy of the system
at providing the right restaurant or correctly informing that
there is no option given the user’s search constraints.

D. Experiments overview

We carry out four sets of experiments. First, in Section
V-A we perform a detailed study of the effects of adding

1https://alphacephei.com/vosk/models.

different audio embeddings to dialogue policies with different
text inputs and with three learning algorithms. We report the
results in terms of automatic metrics. Second, we compare
different ways to add audio embeddings to dialogue policies,
in Section V-B. Third, in Section V-C we perform a human
evaluation to further validate the results obtained in the first
experiment, particularly the models that benefited the most
by the inclusion of audio embeddings. Last, in Section V-D,
we inspect some of the resulting dialogue policies to further
understand in which cases the decisions led by the audio part
of the networks result in more successful dialogues.

1) Training procedure: The automatic metrics are com-
puted and averaged after a number of independent training
runs to provide statistically meaningful results. The procedure
followed to train and evaluate the different SL and RL policies
is as follows:

1) We start by training text-only baselines for each input
type (2 ASRs and TRS). For each input type, we train
6 different models and provide average results. Each
model is evaluated with 5K dialogues with the test UM.

2) For each text-only SL model, we train each audio
embedding part 5 independent times using SL. Thus,
30 (6×5) models are trained for each input type and
audio embedding transformer (Wav2Vec2, HuBERT and
UniSpeech-SAT). The GPT-2 network is kept intact
in this stage to directly measure the impact of audio
embeddings. Each model is evaluated with 1K dialogues.

3) For each text-only SL model, run REINFORCE [58]
and Actor-Critic [59] RL algorithms 5 times without
including any speech representations. As a result, 30
models are trained per text input type and RL algorithm.
Each model is evaluated with 1K dialogues.

4) Finally, re-train every output model of step two using
REINFORCE and Actor-Critic and evaluate its perfor-
mance with 1K dialogues. In this case, both the text and
audio parts are trained jointly.

Thus, for each combination of learning algorithm, text input
type, and audio embedding model or just text input, 30K test
dialogues are obtained in total (6 models × 5K dialogues for
the text-only baselines, 30 models × 1K dialogues otherwise).
We also attempted training the RL policies from scratch
without a SL baseline, but it was much harder to make them
converge and the results were a lot poorer.

2) SL details: We use 4 epochs of SL training for the text
only baselines, and 2 epochs when training the audio part only.
A batch size of 4 is used throughout all the experiments, and
the Cross Entropy loss at the dialogue act level is minimised
using the Adam optimiser with a learning rate of 5e-5.

3) RL details: REINFORCE and Actor-Critic are policy
gradient RL algorithms that learn a set of weights θ in order
select action a in state s according to policy πθ(a|s). Our
reward function use dense rewards, since previous works
suggest that stronger policies are learnt in comparison with
sparse rewards [5]. The reward function is as follows:

R =


100 · score − 50 · (1− score) if end of dialogue,
50 · score − 25 · (1− score) if score is updated,
−0.1 otherwise,
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TABLE I
AVERAGED EVALUATION METRICS USING THE TEST UM AFTER SUPERVISED LEARNING (SL), REINFORCE AND ACTOR-CRITIC, WITH DIFFERENT

TEXT INPUTS AND AUDIO EMBEDDING MODELS. THE POLICIES WITH RESULTS IN PURPLE WERE PART OF THE HUMAN EVALUATION.

SL REINFORCE Actor-Critic
Text +W2V2 +UniS. +HuBERT Text +W2V2 +UniS. +HuBERT Text +W2V2 +UniS. +HuBERT

Evaluation score
ASR 1 0.771 0.790* 0.792* 0.795* 0.792 0.796 0.805* 0.796 0.818 0.820 0.822 0.823
ASR 2 0.934 0.935 0.932 0.937 0.916 0.918 0.920 0.911 0.927 0.930 0.931 0.934*
TRS 0.940 0.951* 0.947* 0.948* 0.928 0.931 0.932 0.928 0.947 0.953* 0.953 0.950

Cumulative reward
ASR 1 83.2 89.5* 90.4* 91.4* 97.3 100.5* 101.4* 98.3 109.2 105.7 106.1 108.1
ASR 2 137.8 140.3* 141.1* 141.6* 138.9 141.0 139.7 139.5 169.1 165.3 168.6 168.3
TRS 135.4 147.0* 147.4* 146.1* 142.9 144.4 146.3* 144.0 183.9 182.9 182.1 180.6

User Request Score (URS)
ASR 1 0.945 0.962* 0.975* 0.969* 0.958 0.964 0.971* 0.967* 0.987 0.988 0.987 0.988
ASR 2 0.984 0.988* 0.991* 0.991* 0.982 0.984 0.988* 0.979 0.991 0.993 0.993 0.993
TRS 0.974 0.986* 0.989* 0.987* 0.975 0.978 0.981 0.979 0.991 0.992 0.992 0.992

System Offered Valid Venue (SOVV)
ASR 1 0.750 0.766* 0.762* 0.768* 0.773 0.774 0.783 0.775 0.791 0.793 0.795 0.796
ASR 2 0.917 0.920 0.912 0.921 0.894 0.901 0.902 0.896 0.909 0.911 0.913 0.917*
TRS 0.880 0.938* 0.932* 0.935* 0.912 0.919 0.919 0.918 0.936 0.943 0.942 0.938

Can’t Help Score (CHS)
ASR 1 0.668 0.701* 0.721* 0.703* 0.629 0.643 0.651 0.629 0.674 0.703* 0.713* 0.695
ASR 2 0.967 0.968 0.965 0.966 0.922 0.906 0.905 0.895 0.940 0.942 0.954* 0.950
TRS 0.989 0.988 0.978 0.983 0.925 0.915 0.915 0.887 0.943 0.963* 0.965* 0.959*

SOVV-CHS combined score
ASR 1 0.747 0.766* 0.766* 0.768* 0.758 0.761 0.770* 0.760 0.779 0.788 0.791 0.789
ASR 2 0.925 0.928 0.921 0.928 0.899 0.902 0.903 0.897 0.913 0.918 0.921 0.924*
TRS 0.900 0.945* 0.939* 0.942* 0.914 0.917 0.917 0.912 0.934 0.946 0.964* 0.941

where score is the evaluation score described in section IV-C,
which provides intermediate rewards after every system turn—
especially if there are any new components in any of the
aforementioned task completion metrics.

A discount factor of 0.95 and the Adam optimiser were
used with a learning rate of 5e-6 in all the RL experiments. In
the case of the Actor-Critic algorithm, the Actor (policy) and
the Critic (estimated value function) use separate networks
initialised with the resulting weights after the SL stage,
except the linear predictor. We experienced some convergence
problems with the actor-critic algorithm, which were solved
by implementing two separate losses (one for the actor and
the other for the critic). In addition to that, we used gradient
clipping to prevent gradient exploding.

V. RESULTS

A. Automatic evaluation

Table I and Figure 4 show the performance of our learnt
policies using the test UM according to evaluation scores and
cumulative rewards. The bottom half of Table I shows results
broken down into the three task completion metrics used to
compute the evaluation score. The star symbol (*) indicates
that values obtained using audio embeddings are significantly
better than the ones corresponding to text only policies. More
specifically, they mean that p-value≤0.05 using the Welch’s
t-test, which tests whether two populations have equal means,
without assuming equal variances. We use such a statistical
test and p-value threshold in all the comparisons in this paper.
In addition to the above, Table I shows results of our dialogue
policies using manual transcriptions (see values in grey)—n.b.
those policies do not compete against the ones processing ASR

outputs because they do not make decisions based on noisy
inputs. The values in purple correspond to policies to be rated
in the human evaluation described in Section V-C.

These metrics show that including speech representations
can help to learn better dialogues policies. But that depends
on the learning algorithm and the quality of the ASR tran-
scriptions. Regarding learning algorithms, SL policies clearly
benefit the most by the inclusion of audio embeddings. This
can be noted in SL policies including speech representations
generated with either of the three audio embedding models,
which significantly improve their performance. This is espe-
cially true for ASR 1, which suggests that audio embeddings
are more beneficial in the case of noisier ASRs. Analysing the
results per task completion metric, URS consistently improves
significantly when using speech representations, SOVV in the
case of ASR 1 and manual transcription, and CHS only with
ASR 1-based text input.

RL-based policies do not benefit as much from audio
embeddings as SL policies. The biggest improvement hap-
pens with REINFORCE and ASR 1 text inputs, where the
evaluation score improves significantly by adding the speech
information generated by UniSpeech-SAT, and so do the
cumulative reward (with Wav2Vec2 and UniSpeech-SAT em-
beddings) and URS (with UniSpeech-SAT and HuBERT). The
improvements in Actor-Critic policies are much more scarce.
Despite some exceptions, adding audio embeddings does not
seem to help much. In fact, the absolute better results in terms
of cumulative reward are obtained by polices that do not use
audio embeddings—but the differences between policies using
and not using audio embeddings are not significant. This is
in contrast with REINFORCE, where the better results were
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(a) ASR 1, evaluation score. (b) ASR 1, cumulative reward.

(c) ASR 2, evaluation score. (d) ASR 2, cumulative reward.

Fig. 4. Performance of dialogue policies using a test UM after Supervised Learning, REINFORCE and Actor-Critic with different audio embedding models.

always obtained with policies processing audio embeddings in
addition to the text input (with some exceptions in the CHS
metric), even though the differences in performance were not
always statistically significant.

Why do audio embeddings help more when learning policies
via SL instead of RL, especially with the noisier ASR? A dia-
logue policy trained via SL mimics the behaviour of the system
in the corpus. In contrast, policies trained via RL learn their
behaviour through interaction with the UM. This allows them
to develop alternative strategies to avoid misunderstandings
and deal with the input’s noise. In general, such strategies,
particularly the Actor-Critic ones, are more conservative than
the SL policies. Briefly, the RL policies perform more confirms
and ask the user to repeat their constraints more (one way or
another) before trying to look for a suitable venue. Thus, these
polices are less sensitive to the input noise (whether environ-
mental or introduced by the ASR), and therefore benefit less
from the inclusion of speech representations. We discuss this
topic further in Section V-C.

Figure 5 shows the evolution of the rolling average (over
windows of 300 dialogues) of cumulative reward throughout
the training process. It shows the learning curves correspond-
ing to the ASR 1 text input and the UniSpeech-SAT audio
embedding model—the same policies used in the human
evaluation. Note that during SL the cumulative reward is
not optimised explicitly. Instead, we minimise the dialogue
act level cross entropy loss. But we show it for clarity and
completeness. On the left-hand side of the figure, we can

Fig. 5. Learning curves of dialogue policies with/without audio embeddings.

clearly see the impact of adding audio embeddings during
SL (blue vs. red curve). After the first two epochs of SL
with only text input, the performance of that policy only
improves slightly, indicating that there is not much more room
for improvement. The audio part of the dialogue manager
is then added after the fourth epoch is finished. Since the
audio part of the linear predictor is randomly initialised, a
drop in performance can be seen at the beginning of the
fifth epoch, the first with audio embeddings. Shortly after that
drop, the benefits of adding speech representations appear. The
policy recovers its performance and improves much quicker
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TABLE II
PERFORMANCE COMPARISON OF AUDIO EMBEDDINGS IN OUR TASK

BASED ON AVERAGE RESULTS FROM TABLE I.

Wav2Vec2 UniSpeech-SAT HuBERT
Evaluation score 0.892 0.893 0.892
Cumulative reward 135.1 135.8 135.4

than in the third or fourth epochs. At the end of epoch six,
the cumulative reward was ∼10 points higher than epoch
four. This is worth noting because the text part of the policy
was kept untouched during the last two epochs. Thus, the
improvements obtained in this period are due to the inclusion
of audio embeddings only.

On the right hand side of Figure 5, we can see that RL poli-
cies on top of SL policies improve steadily their performance.
But the differences between policies using and not using audio
embeddings are largely reduced in RL. After several hundred
dialogues, the differences in the Actor-Critic policies vanish—
this effect is not so sudden with REINFORCE. It can be seen
that REINFORCE is more unstable than Actor-Critic, and only
in the middle of the training process the policies using ASR 1
output only level up, on average. In the second half of training,
the policies combining this input with the UniSpeech-SAT
embeddings keep improving, though slightly, whereas the text
only policies seem to have converged.

B. Audio embedding comparison

1) Which audio embedding model is best?: To answer this
question Table II summarises the results shown in Table I, but
averaged over the algorithms and input types. It can be seen
that UniSpeech-SAT performs slightly better than HuBERT
and Wav2Vec2 respectively, as one could expect from previous
comparison studies between these networks [9], [47] applied to
other tasks. But there are no statistically significant differences
across these models in our task.

Nevertheless and even if the three models perform similarly
in our task, the best way to extract the audio dense vectors
from those models is unknown. To address that, we compared
the cumulative reward obtained using the test UM when se-
lecting different layers (or set of layers) from those models. As
aforementioned, the output vectors of each selected layer were
averaged over the time dimension to obtain easy-to-handle
fixed-length vectors. We compared the output of each of the
12-layer transformers individually, and two combinations of 2
and 4 layers. The results are shown in Figure 6 with average
rewards over three text input types on SL policies.

It is worth mentioning that every combination of output
layer and embedding model outperforms the results obtained
with text only. Besides, HuBERT and UniSpeech-SAT follow a
similar pattern, which is reasonable since UniSpeech-SAT was
trained inspired by the methodology used to create HuBERT
[9]. In both cases the worst results are obtained with shallow
layers, and the best ones with the last five layers. Moreover,
the tested combinations of layers work quite well, presumably
because they include layers that worked well individually in
both cases. In contrast, Wav2Vec2 has a clear drop in the

Fig. 6. Dialogue reward per neural layer of three audio embedding models.

TABLE III
PERFORMANCE OF SL DIALOGUE POLICIES USING THE TEST UM AFTER

FINE-TUNING THE AUDIO EMBEDDING MODELS.

Wav2Vec2 UniSpeech-SAT HuBERT
Fine-
tuned Frozen Fine-

tuned Frozen Fine-
tuned Frozen

Evaluation score
ASR 1 0.780 0.790* 0.778 0.792* 0.779 0.795*
ASR 2 0.933 0.935 0.933 0.932 0.936 0.937
TRS 0.940 0.951* 0.940 0.947* 0.941 0.948*
Cumulative reward
ASR 1 85.6 89.5* 85.0 90.4* 85.5 91.4*
ASR 2 137.8 140.3* 137.0 141.1* 138.0 141.6*
TRS 140.3 147.0* 140.4 147.4* 140.8 146.1*

performance from layer 9 onwards. Consequently, the combi-
nations of layers we tested did not perform too well because
they include the last layer. This comparison was performed
at the beginning of our experimentation to select the output
layers for each model according to Figure 6, and kept them
unchanged during the rest of experiments presented in this
work. Specifically, the 8th layer was selected for Wav2Vec2;
the combination of the 6th and 12th layers for HuBERT and
the set of the 3rd, 6th, 9th and 12th layers for UniSpeech-SAT.

2) How about fine-tuning the audio embedding models
instead of keeping them frozen?: Throughout this work so
far, the audio embedding models have been kept frozen and
only the linear predictors have been trained. As an additional
experiment, also using SL only, we explored an alternative
methodology that consists of using the last output vector
(in the time dimension) of the last transformer layer as a
summary of the whole input. Since this vector contains less
information than the average over time, the transformer is fine-
tuned while training. This way it should learn to include all
the relevant information in that final vector. Table III shows
performance results compared to those described in Table
I. It can be observed that transformers with frozen layers
outperform the fine-tuned ones. We hypothesise that this might
be due to the following reasons: 1) the last output vector in
the time dimension contains notoriously less information than
the average over time, and a simple fine-tuning with small
amount of data is not enough to train the network effectively
to encode all the necessary information in that vector; and
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2) fine-tuning involves the training of an exponentially larger
amount of parameters, which could cause overfitting issues,
especially due to the limited amount of training data.

3) Audio embeddings versus ASR confidence: We hypothe-
sise that dialogue policies benefit from speech representations
in two main ways. First, they allow a better semantic under-
standing of the user in many occasions, i.e. they can help to
recognise what kind of information is being requested. This is
supported by the experiments and examples we discuss below
in Section V-D (Figure 9a). Second, audio embeddings also
provide information about the intelligibility of audios, and thus
should be able to inform the system when a turn has been
noisy and the ASR transcription might not be very reliable.
This information can also be introduced in the system via ASR
confidence scores. In fact, if we substitute audio embeddings
by the average and standard deviation of the character level
ASR confidence (for ASR 1) in SL policies, an evaluation
score of 0.780 can be obtained. This value is higher than for
the text only baseline (0.771, Table I), but is still far from
the best results obtained with audio embeddings (0.795, Table
I). This suggests that speech representations not only include
information about the potential ASR uncertainty, but also
additional semantic information. Nevertheless, future work
in other tasks and datasets is needed to confirm this result.
Furthermore, learning paradigms such as POMDPs could be
considered for future comparisons, since they were specially
developed to deal with SDS-related uncertainties.

C. Human evaluation
We further validated the results obtained in Section V-A

via a human evaluation. Since these results indicate that audio
embeddings help the most with the noisiest ASR, ASR 1,
we compared policies using ASR 1 transcriptions without and
with audio embeddings. The latter are based on UniSpeech-
SAT due to better performance, see Table II. We thus compare
3 pairs of policies: a policy processing only the ASR 1 versus
another that also uses UniSpeech-SAT speech representations
after training them via SL, REINFORCE and Actor-Critic.
We do not compare other combinations because a human
evaluation is much more costly than an automatic one.

Six judges (knowledgeable in the area of SDSs) evaluated
82 dialogues for each of our six policies—resulting in 492
dialogues per judge, 2952 dialogues in total. The evaluation
was carried out using the Crowdzientzia platform [60]. Both
the manual and ASR 1 transcriptions were shown in each
of the users turn to allow the judges to assess the dialogues
properly, similar to the examples in Figure 9, which we analyse
in Section V-D. The judges were not aware of which policy
had carried each dialogue to avoid any bias. After reading and
analysing a dialogue, judges were asked to fill the multiple-
choice 3-question questionnaire shown in Table IV, adapted
from [61]. In the questionnaire, Q1 is related to the SOVV-
CHS combined score described in Section IV-C, Q2 to the
URS score, and Q3 is the most subjective question regarding
dialogue naturalness. Table IV also shows the possible answers
to each question, as well as their conversion to scalar ratings.

Table V shows averaged results of the human evaluation.
We measured the inter-rater reliability with the Krippendorff’s

TABLE IV
QUESTIONNAIRE USED BY JUDGES IN THE HUMAN EVALUATION.

Q1: The system offered a restaurant satisfying the user constraints,
or correctly informed that there were no such restaurants.

• Yes. (1)
• No. (0)

Q2: The system provided the information the user was looking for
(phone number, post code, address...).

• Yes. (1)
• Partially. (0.5)
• No. (0)
• None–if there are no user requests.

Q3: The conversation felt natural.
• Strongly agree. (1)
• Agree. (0.75)
• Neither agree nor disagree. (0.5)
• Disagree. (0.25)
• Strongly disagree. (0)

TABLE V
HUMAN EVALUATION RESULTS. REINF STANDS FOR REINFORCE AND

AC FOR ACTOR-CRITIC.

# Algo. Input Q1 Q2 Q3 Avg.
1 SL ASR1 0.656 0.848 0.535 0.629
2 SL ASR1+UniS. 0.760* 0.902* 0.601* 0.716*
3 REINF ASR1 0.730 0.892 0.637 0.716
4 REINF ASR1+UniS. 0.762 0.901 0.632 0.721
5 AC ASR1 0.761 0.919 0.605 0.718
6 AC ASR1+UniS. 0.789 0.907 0.585 0.719

Alpha coefficient [62], with the interval metric [63] as the
difference function. The values obtained are αQ1=0.715,
αQ2=0.802, and αQ3=0.742, which indicate a high agreement
among the judges. Overall, the human evaluation supports
and complements the conclusions drawn from the automatic
evaluation. First, the greatest improvements come after SL, as
expected from previous analysis: the policy using UniSpeech-
SAT speech representations obtains a significantly higher
score in the three questions, and on average. Second and
in the case of policies trained via REINFORCE, the policy
using audio embeddings improves too—but in this case the
differences are not significant. Something similar happened
with the automatic metrics, where only in some cases (with
some audio embedding models) the cumulative reward or
the evaluation score improved significantly. This indicates
again that audio embeddings help in REINFORCE, but not
always. Last and unsurprisingly, the gap is even narrower when
using Actor-Critic as the learning algorithm. In this case, the
differences are rather marginal, as happened when measuring
their performance with automatic metrics.

Table V, on the other hand, also helps to gain a deeper
insight into some other aspects of the policies, especially if we
focus on Q3. While Q1 and Q2 focus on task completion, Q3
has more to do with how naturally they complete the task. If
we rank the policies only in terms of Q1 and Q2, the ranking is
very similar to the one obtained with the automatic evaluation:

• the Actor-Critic policies are the best,
• then REINFORCE with audio embeddings,
• then the SL policy with audio embeddings and the

REINFORCE policy processing only text, and finally
• the SL policy based only on the ASR 1 output.
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Fig. 7. Dialogue act histogram (with std) comparing six dialogue policies.

But in terms of naturalness, Actor-Critic policies are worse
than the REINFORCE ones, and AC+ASR1+UniS. is even
less natural than SL+ASR1+UniS. This is due to Actor-
Critic being a better RL algorithm in this task. The resulting
policies thus exploit the UM as much as possible, leading to
dialogue strategies that are not so natural. For example and
since ASR 1 is noisy, Actor-Critic policies learn to extract as
much information as possible from the UM, making it repeat
the constraints multiple times so the API call is as right as
possible. Some of these behaviours can be inferred from Figure
7, which shows the average and standard deviation of the
frequency of each dialogue act per dialogue. Note that some
dialogue acts have been grouped to make the figure clearer.

The fact that Actor-Critic dialogue policies confirm infor-
mation provided by the user multiple times to reduce misun-
derstandings (even with text input only), suggests that other
factors (such as amount of repetitions) should be considered in
the employed reward function—or the use of learnt rewards.
These suggestions could help to realise the full potential of
audio embeddings for RL-based dialogue policies in the future.

D. Manual inspection

In this section, we aim at identifying how and when audio
embeddings lead to better performance. To this end, we
generated and analysed a number of simulated dialogues with
policies that share the text processing part. Therefore, if they
select a different dialogue act given the same context, it is
only due to the audio embeddings. In many cases, dialogue
strategies develop similarly whether they use policies with or
without speech representations. This happens especially when
the ASR transcriptions are more accurate. But in cases where
the ASR output is poor, audio embeddings provide crucial
information absent in the ASR transcription, allowing the
policies perform better. This can be seen in Figure 8, where
the correlation between the evaluation score of SL policies
and the maximum turn CER per dialogue is plotted. The
higher the CER, the more the policies benefit from audio
embeddings. Figure 9 shows two simulated dialogues with
poor ASR outputs where audio embeddings help to perform
better actions. The first example (Figure 9a) is particularly

Fig. 8. Evaluation score of SL policies depending on the maximum turn CER
(Character Error Rate) per dialogue.

representative, where we can see a typical conversation be-
tween the UM and the dialogue manager. The dialogue goes
quite smoothly until a breaking point occurs when the UM
requests the post code of the offered venue, in a rather noisy
turn where the ASR 1 outputs “hirst”. The text only policy
(red box) performs an additional API call, and after some
repetitions finally provides a post code, but it corresponds
to the second restaurant it searched. Conversely, the policy
processing the user’s audio via the UniSpeech-SAT network
(green box) is able to understand the user’s intent even after the
“hirst” turn, successfully providing the post code of the first
venue it had offered. Thus, the dialogue ends in a much more
natural manner. Additionally, Figure 9a shows the continuation
of a policy that uses the ASR confidence as input (commented
in Section V-B3). The low ASR confidence in the noisy
turn prevents the policy from performing an API call, and
it performs a safe inform instead. After another two post code
requests, the system finally retrieves the desired information.

The second example compares the two REINFORCE poli-
cies judged in the human evaluation. Although both policies
were trained on top of the same SL baseline, the two policies
do not share completely the text processing part (because
both the text and audio processing parts of the dialogue
managers were trained jointly in RL experiments with audio
embeddings). The example is still illustrative nonetheless. The
initial user’s message is not clear, due to a stuttering. After
that, the text only REINFORCE policy performs an API call,
but the found venue does not satisfy the user’s requisites,
because that first turn was not clear enough. Eventually the
system corrects itself and finds a suitable venue, but the
conversation is more messy than the continuation of the policy
using audio embeddings. This one does not make an API call
immediately, instead, it asks the user to repeat the sentence,
because it is probably aware that the user turn was not
understood. In addition to that, the text only policy is not
able to understand that the user requests the phone after the
ASR 1 transcription “falg in”, and the user is forced to ask
for it again. The policy with audio embeddings, on the other
hand, is able to provide the address after the turn with ASR
1 output of “aga”, which further consolidates the hypothesis
that the speech representations lead to a better understanding.
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(a) Three SL policies, with exactly the same text processing part.

(b) Two REINFORCE policies, based on the same text SL baseline.

Fig. 9. Sample dialogues where the policy including speech representations carries out a more successful dialogue. The context is the same for both policies.

TABLE VI
REQUEST REPETITIONS BY THE UM PER DIALOGUE WITH THE POLICIES

USED IN THE HUMAN EVALUATION, AVERAGED OVER 1K DIALOGUES.

ASR 1 + UniSpeech-SAT
Supervised Learning 1.420 1.258*
REINFORCE 1.411 1.315
Actor-Critic 1.183 1.175

Such a better understanding can be measured by the average
number of requests by the UM per dialogue. As shown in Table
VI, including audio embeddings leads to a lower number of
requests per dialogue, especially after SL, where the difference
is statistically significant. This is in line with the rest of the
results obtained in our work: including audio embeddings
helps the most when training the policies via SL.

Last but not least, we analyse the audio embedding layers’
contribution to select the dialogue act in the examples in
Figure 9. Since UniSpeech-SAT was used, the output of four
layers is taken into consideration: the 3rd, 6th, 9th and 12th,
as explained in Section V-B. We can easily compute how

Fig. 10. Layer contribution to the decision taken in the example conversations.

much each layer contributed to take the final decision. To this
end, we take the output of the linear predictors that process
the averaged embeddings of each layer, and select the value
corresponding to the predicted dialogue act. This value is the
layer’s contribution to the unnormalised probability of taking
that action. The contributions are shown in Figure 10.

In the first example, where the system correctly understands
that the user is requesting a post code, the last layer has the
biggest contribution, the two intermediate ones contribute less,
and the shallower 3rd only barely influences the action. The
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layer contribution is different in the second example, in which
the system informs the user that it cannot hear correctly. In
this case, the biggest contributions come from the 3rd and last
layers. This makes sense since shallow layers operating closer
to the audio signal are known to learn mostly speaker and
environmental information, while the last layers contextualise
more to learn content and semantic information [9]. Therefore
and whilst a greater contribution of the intermediate and last
neural layers are related to a better understanding, a greater
contribution of the shallow neural layers can be interpreted as
the system being aware of some anomalies at the signal level
such as those exhibited by noise or stuttering (among others).

VI. CONCLUSION AND FUTURE WORK

We present an in-depth study to analyse under which
conditions speech representations (via audio embeddings) help
to learn better dialogue policies in the context of the DSTC2
corpus. They help to understand the user better or to inform
the system when the user might not be well understood—
especially with the noisier ASR prone to providing inaccurate
transcriptions. This effect is clearer when training the policies
with supervised learning, because reinforcement learning al-
gorithms are able to exploit the UM better and learn strategies
to deal with the uncertainty in the text input more successfully.

We hypothesise that our approach could be very helpful
in other demanding spoken dialogue tasks where the user is
difficult to understand, even with very high-quality ASRs.
Some examples include noisy industrial environments [64],
SDSs integrated in cars [65], and also systems that interact
with non-native users or users with strong local accents [1].
These are target domains for the dialogue community, and we
hope that our findings can help to develop SDSs of higher
quality in the future in these areas.

Finally, other potential future works could take advan-
tage of the latest advances in Speech Synthesis (TTS) to
continue our research with modern—and only text-based—
dialogue corpora. The User Audio Sampler in our pipeline
could be replaced by a high-quality TTS module. This has
been successfully attempted in end-to-end Spoken Language
Understanding recently [66]. Not only it would allow to test
our approach on more challenging dialogue tasks, but it could
also further validate our conclusions if user responses could be
simulated taking into account specific background noise, local
accents, backchannels, and/or emotions. In those cases, speech
representations can provide additional information—absent in
the ASR output—to boost the performance of SDSs.
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