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What is the Problem of Consciousness?  

The title implies that there is a unitary problem of consciousness. This is a simplification, but it isn’t 

an oversimplification. By ‘the problem of consciousness’ I have in mind roughly the problem outlined 

by Crane (2001: 68) and by Chalmers (2016). It is the problem that arises from the apparently obvious 

fact that consciousness is not physical on the one hand, and well-attested evidence that the physical 

world is causally closed on the other. 

My presentation of the problem will differ from Chalmers’ (2016) in one respect. Chalmers presents 

the Conceivability Argument as the best case for thinking that consciousness is not physical. 

Following Goff (2017) I will treat the (apparent) transparency of phenomenal concepts as the best 

case for thinking that consciousness is not physical. This makes sense because, as Goff shows, the 

transparency of phenomenal concepts (henceforth, ‘phenomenal transparency’) can be viewed as a 

crucial premiss in both the Conceivability Argument and the Knowledge Argument against 

physicalism, as well as a distinctive argument which Goff calls the ‘Transparency Argument’. I 

explain the relationship between these arguments shortly. 

As such, the problem of consciousness, as I present it here, is really the problem of reconciling our 

understanding of consciousness with (i) the evidence for phenomenal transparency and (ii) the 

evidence that the physical world is causally closed. We might hope that idealism will do this. For 

idealism is just as hospitable to phenomenal transparency as dualism. And there is a sense in which 

idealism posits no physical world to be causally closed in the first place. But I argue that idealism has 

no advantage over dualism and physicalism in the face of this problem. 

I focus in on idealism from §6 onwards. First it is necessary to state clearly the case against 

physicalism posed by phenomenal transparency and the case in favour of physicalism based on the 

causal closure of the physical world. In setting out the latter I make some taxonomical suggestions 

that help clarify the options left open by the Causal Argument. I would urge these on theorists dealing 

with that argument generally, not just those interested in idealism. 

Phenomenal Transparency 

Why would anyone doubt that consciousness is physical? Goff (2017) argues that the best motivation 

for this has to do with the (apparent) transparency of phenomenal concepts. (Nida-Rümelin (2007) 

defends a similar approach.) Goff (2017: 74) defines transparency as follows: ‘A concept C of entity 

E is transparent just in case C reveals the nature of E (i.e., what it is for E to be part of reality is a 

priori accessible for someone possessing C, in virtue of possessing C).’ A plausible example, Goff 

claims, is the concept of sphericity:  
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For the property of sphericity to be instantiated is for there to be something with all points on its 

surface equidistant from its center; if you possess the concept of sphericity, and you’re clever enough, 

you can work that out from the armchair. (Goff, 2017: 15-16) 

When Goff says that phenomenal concepts are transparent, he means direct phenomenal concepts. A 

direct phenomenal concept is a phenomenal concept of a conscious state such that the content of the 

concept is wholly based on attending to that state. (Cf. Chalmers, 2003) For example, the concept you 

form of a shade of red by looking at something that shade of red is a direct phenomenal concept.   

Goff’s (2017: 107-8) case for thinking that direct phenomenal concepts (henceforth just ‘phenomenal 

concepts’) are transparent is based on the plausibility of Revelation. Revelation is the thesis that when 

you attend to a phenomenal state (e.g. a certain pain or colour experience) and form a phenomenal 

concept of it you know exactly what it is for someone to be in that state, and you know with 

something close to certainty that you are in that state. Revelation entails that phenomenal concepts are 

transparent. 

Goff advances two reasons to believe Revelation. First, he suggests that ‘calm and careful meditation’ 

on the doctrine reveals it to be true. Secondly, he proposes that Revelation is the best explanation for 

the near certainty with which we are able to know introspective truths. Arguments for Revelation 

deserve independent treatment. But the intuitive appeal of the thesis is obvious. Plausibly, if you 

know anything at all, you know what your current experiences are like, and you know this simply by 

having those experiences.  

Phenomenal Transparency and Physicalism  

Physicalism says that conscious states (events, processes, properties etc.) are either identical to, or in 

some other way nothing over and above, the kind of things described by physics: fundamental 

particles, fields and forces, and mathematically specifiable systems of these things. (Construed as a 

general thesis physicalism says this about everything else too of course, not just conscious states.) 

It is not obvious what it means to say that conscious states are ‘nothing over and above’ physical 

things, if not that they are identical to them. A traditional answer says it is enough for physicalism if 

conscious states supervene on physical things. But there are powerful arguments that this is at most a 

necessary condition for physicalism (see e.g. Horgan, 1993). A more fashionable answer nowadays 

says that it is sufficient for physicalism that conscious states are grounded in physical things (e.g. 

Dasgupta, 2014; Goff, 2017). But theorists disagree about what ‘grounding’ consists in, so I stick with 

the term ‘nothing over and above’. 

As it is usually understood, physicalism is also committed to a nonrevisionary understanding of 

physical things, such that (at minimum) physical things do not turn out to be fundamentally 

phenomenal. The idea of being fundamentally phenomenal can be left at an intuitive level for the 

purposes of this chapter. A plausible definition might say that something is fundamentally 

phenomenal if and only if its nature is revealed by phenomenal concepts, and it cannot be 

disaggregated into things whose nature is not revealed by phenomenal concepts. 

This additional constraint makes physicalism inconsistent with the Russellian monist claim that the 

fundamental particles and fields described by physics, just are phenomenal in nature. Thus, what 

Strawson (2003; 2006) calls ‘physicalism’ is not physicalism in the ordinary sense. 
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Many people find physicalism hard to accept. Intuitively, it seems extremely surprising that our 

conscious experiences are nothing but systems of physical particles and fields. Phenomenal 

transparency allows us to articulate this intuition as an argument. Suppose it is true that our 

phenomenal concepts reveal the nature of our conscious states. If so, and if our conscious states really 

are nothing over and above the physical systems making up our brains, then our phenomenal concepts 

will reveal this. But in fact, no amount of reflection on how red looks, or how pain feels, will reveal 

that you are actually meditating on a swarm of fermions and bosons (or whatever) construed as 

fundamentally nonphenomenal things. So, it seems that physicalism is false.  

This is the core of Goff’s (2017: 147-9) Transparency Argument against physicalism. To reject it, it 

seems that one must reject phenomenal transparency, and with it the bedrock truth that we know what 

our conscious experiences are like, just by attending to them. (Goff responds to other lines of 

objection, but these are not important here.)  

Phenomenal transparency can also be seen as playing a crucial role in the most influential arguments 

against physicalism, the Knowledge Argument and the Conceivability Argument. The Knowledge 

Argument (Jackson, 1982; Robinson, 1982) starts with a well-known thought experiment. Here is 

Robinson’s version:  

Imagine that a deaf scientist should become the world’s leading expert on the neurology of hearing… 

We can imagine that he knows everything that there is to know about the physical processes involved 

in hearing, from the ear-drum in. It remains intuitively obvious that there is something which this 

scientist will not know, namely what it is like to hear. (Robinson, 1982: 4) 

Proponents of the Knowledge Argument say that if the scientist were cured of his deafness, he would 

learn something new: what it is like to hear. And because he already knows all the physical facts 

about auditory experience, it seems that this new fact is something over and above the physical facts. 

(It is natural to take ‘facts’ here as concrete entities, that have objects, properties and so on as 

components.)  

An important objection to the Knowledge Argument says that whilst the scientist gains new 

knowledge, this is new knowledge of an old (wholly physical) fact. That is, when he hears for the first 

time, he acquires a new concept—a ‘direct phenomenal concept’. He now knows that this is how e.g. 

a violin sounds, where ‘this’ stands in for the newly acquired phenomenal concept. However, the 

objection continues, he does not know a new fact, he knows an old fact in a new way. 

In the same way, when the Greeks learnt that Phosphorus can be seen in the evening sky they gained a 

new item of knowledge. (I assume it is true that the Greeks were ignorant of this in classical 

antiquity.) But, given that they already knew that Hesperus can be seen in the evening sky, they did 

not gain knowledge of a new fact. Rather, they learned to think about a familiar fact in a new way.  

Phenomenal transparency provides proponents of the Knowledge Argument with a response (cf. Nida-

Rümelin, 2007; Goff, 2017: 74-5). The scientist’s newly acquired phenomenal concept reveals the 

nature of his auditory experience. If this were something whose nature he had already grasped under 

physical concepts, he would be able to tell—which of course he cannot. And so, he has not merely 

learned to think about an old fact in a new way. (It is plausible that having adopted this response, 

proponents of the Knowledge Argument can jettison claims about knowledge, except insofar as they 

are heuristically useful, and rest their claims on the Transparency Argument alone.)  
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The Conceivability Argument starts from the premiss that the physical facts about the world do not a 

priori entail the existence of consciousness. This is usually supported by the zombie thought 

experiment: we can conceive of a physical duplicate of the actual world where nobody has any 

conscious experiences. (Cf. Chalmers, 1996: 94-9) The second premiss says that if the physical facts 

do not a priori entail the existence of consciousness then they do not necessitate the existence of 

consciousness. It follows that consciousness does not supervene on, and is therefore something over 

and above, physical things. 

An important objection to the Conceivability Argument appeals to the fact that some truths are 

necessary but a posteriori, as Kripke (1980) convincingly argues. For example, no amount of a priori 

reflection will tell you that water is H20. And yet this is widely recognised to be a necessary truth. 

Likewise, the objection says, it might be a necessary a posteriori truth that a physical duplicate of the 

actual world will also be a phenomenal duplicate of the actual world. If so, then premiss two of the 

Conceivability Argument is false. 

Phenomenal transparency provides proponents of the Conceivability Argument with a response. 

Kripke-style a posteriori necessities always contain terms that, intuitively, express opaque concepts. 

(Goff 2017: 96-105) That is, they contain terms that express concepts that do not reveal the nature of 

the things they are concepts of. For example, the reason why we cannot tell a priori that water is H20, 

even though this is a necessary truth, is that the concept expressed by ‘water’ does not reveal the 

nature of the thing it is a concept of. (To have the prescientific concept of ‘water’, all you need to 

know are some accidental properties of water, like the fact that it is the clear liquid that predominates 

in lakes and rivers.)  

If it is true that phenomenal concepts are transparent, the response continues, and supposing physical 

concepts are transparent too (a question to which I return below) it cannot be a Kripke-style a 

posteriori necessity that a physical duplicate of the actual world must be a phenomenal duplicate of 

the actual world. And so, since it is not an a priori necessity, it must not be a necessary truth at all. 

There exists a well-known alternative approach to defending the Knowledge Argument and the 

Conceivability Argument pioneered by Chalmers (1996; 2006; 2010). But it is possible to see 

Chalmers’ approach as situating phenomenal transparency within a wider two-dimensional semantic 

theory (cf. Nida-Rümelin, 2009: §. 4.8; Goff 2017: 101-2). If so, then phenomenal transparency can 

be seen as a core premiss of the leading strategy for arguing against physicalism. If not, phenomenal 

transparency remains a core premiss in one of two leading strategies for arguing against physicalism. 

The Causal Argument  

The Transparency Argument, the Knowledge Argument, and the Conceivability Argument all suggest 

that conscious states are something over and above physical things, on the nonrevisionary 

understanding of physical things presupposed by physicalism. Phenomenal transparency can be seen 

as a crucial premiss in all three arguments.  

An obvious way to accommodate phenomenal transparency is by endorsing dualism. Dualism says 

that in addition to physical things, there are conscious states (processes, events etc.) that are 

something over and above physical things. These might be states of wholly nonphysical substances, as 

canonical dualists like Plato, Augustine, and Descartes claim. Or they might belong to otherwise 

physical substances as more recent dualists like Jackson (1982) Chalmers (1996) and Kim (2005) 

suggest. The difference between substance dualism and property dualism does not matter here. 



5 

 

Dualism allows us to accommodate phenomenal transparency without revising our ordinary 

understanding of physical things. However, dualism has long been thought to face a serious problem, 

or family of problems, concerning mind-body interaction. The most important expression of this 

problem is the Causal Argument. An early version of this argument appears in Lewis (1966); the most 

influential presentation in present-day metaphysics is given by Papineau (2002; 2009). 

The Causal Argument is based on the principle that the physical world is causally closed. Gibb (2015: 

628) lists various ways in which this principle has been formulated. But the central idea is usually that 

every physical effect has a physical cause that is both sufficient for that effect and immediate—it does 

not bring about that effect via some other potentially nonphysical cause. (Quantum indeterminism 

threatens to complicate things. But we can ignore this on the basis that quantum indeterminism 

probably cancels out at the macroscopic scale.) 

The argument proceeds as follows. (1) Many conscious states have physical effects e.g. because you 

feel thirsty you reach for a drink, and this behaviour involves the shifting about of countless carbon 

atoms. (2) Given the causal-closure principle, the physical effects of conscious states have immediate 

physical causes (e.g. some neural activity, plus appropriate physical background conditions) that are 

sufficient to bring about the effects on their own. (3) It is not plausible that the physical effects of 

conscious states are systematically overdetermined. And so (4) conscious states that have physical 

effects are not distinct from the physical causes of those effects. 

Theorists debate whether this means that the conscious causes must be identical with the physical 

causes, or whether it is enough that they should be nothing over and above those causes in some 

weaker sense (cf. Papineau, 2002: 32-6). Either way, it follows that the Transparency Argument, the 

Knowledge Argument and the Conceivability Argument must be unsound. And so, whilst the Causal 

Argument strictly only directly concerns those conscious states that have physical effects, we are left 

with little reason to doubt that physicalism is true of conscious states generally. 

The premisses of the Causal Argument are widely accepted. If they are true, this gives us powerful 

grounds to accept physicalism. The problem, of course, is that if we do accept physicalism, then we 

need to find some way to accommodate the apparent transparency of phenomenal concepts. It is not 

clear that this is possible. The standard physicalist positions, as Goff (2017: 115-20, 129) argues, are 

naturally understood as biting the bullet, saying that phenomenal concepts are opaque in the sense that 

they do not reveal what it is for conscious states to be a part of reality.  

Causal Closure and Dualism 

It is tempting to say that there are three dualist responses to the Casual Argument, consisting, 

respectively, in the rejection of its three premisses. Altering the order for convenience, these would 

reject either (a) the physical efficacy of conscious states; (b) the rule against systematic 

overdetermination; or (c) the causal-closure principle itself. But as I explain in this section, the main 

theoretical costs of responses to the Causal Argument do not correspond to the premisses they reject. 

And so, after looking at the three responses mentioned here, I suggest a more useful taxonomy in term 

of theoretical costs. 

Response (a) says that conscious states do not in fact have physical effects. This group will remain 

unchanged in my reshuffle. Dualists who adopt response (a) usually embrace epiphenomenalism, the 

thesis that conscious states are caused by, but do not cause physical states (processes, events, etc.). 

Other options include preestablished harmony, and occasionalism. These positions are 
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straightforwardly immune to the Casual Argument, because they claim that conscious states do not 

have any physical effects to begin with.  

There exist powerful objections to response (a) however. For example, if conscious states are 

physically inefficacious, it seems improbable that we would have evolved to have them; and it is 

difficult to see how we manage to talk about them. Theorists have proposed strategies to mitigate 

these worries (e.g. Jackson, 1982; Chalmers, 1996: 150-60; Kim, 2005: 170-4). Nonetheless, people 

tend to find the thesis that conscious states have no physical effects prohibitively counterintuitive. 

Response (b) says that conscious states do have physical effects, but that those physical effects are 

always overdetermined. As I define overdetermination, an effect is overdetermined when it has at 

least two distinct causes, A and B, and each of these would have brought about the effect by itself had 

the other been absent. The second conjunct is required so that ordinary sequences of sufficient causes 

do not turn out to ‘overdetermine’ their effects, simply because every cause in the sequence is 

sufficient for every subsequent effect. We need not worry about whether ‘distinct’ merely means 

‘nonidentical’ or something stronger. 

Proponents of response (b) will say, for example, that when your conscious experience of thirst causes 

you to reach for a glass of water, that behaviour was also caused by some activity in your motor 

cortex, which was caused by activity in the frontal lobe, and so on, from one sufficient physical cause 

to the next. As a result, the causal-closure principle is satisfied, even though your behaviour had a 

nonphysical cause. 

Response (b) faces two problems. First, the thesis that the physical effects of conscious states are 

systematically overdetermined seems to result in the wrong counterfactuals (cf. Papineau, 2002: 26-

7). Intuitively, your thirst did not just cause you to reach for the glass of water, but in addition, if it 

had not been for your thirst, you would not have reached for the glass. But if the physical effects of 

conscious states are systematically overdetermined, this turns out to be false: if you had not felt thirsty 

you would have performed exactly the same behaviour as a result of the physical causes alone, and 

likewise for all your other conscious states. 

Secondly, response (b) involves an implausible coincidence (cf. Melnyk, 2003: 291-2). According to 

this response, the laws connecting conscious states to their effects are such that they only ever bring 

about physical effects that we would already expect, given the physical causes in the vicinity, and 

ordinary physical laws. (By ‘ordinary physical laws’ I mean the laws ‘which also operate outside 

brains’ as Papineau describes them in the passage quoted below.) It is as though the psychophysical 

laws had been carefully arranged to hide the conscious states from empirical detection. 

Response (c) rejects the causal-closure principle. The simplest version of this response says that 

conscious states cause physical things (initially certain parts of the brain, presumably) to do things 

that we would not expect, given ordinary physical laws. For example, according to this version of 

response (c) when your conscious experience of thirst causes you to reach for the glass of water, this 

involves a causal anomaly in your brain: given the physical state of your brain, and the laws of 

physics, we would have expected you to remain still, or do something other than reach for the water. 

This is probably Descartes’ view (cf. AT, VIII 64; V, 403-04). 

The obvious disadvantage of this version of response (c) is that it entails that there are causal 

anomalies in the brain which should in principle be empirically detectable. This conflicts with the 

well-attested empirical evidence that, as Papineau puts it:  
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Accelerations inside brains follow, not just from physical antecedents, but also in a way which is 

predictable from laws which also operate outside brains. (Or, as we would put it in terms of forces… 

there are no forces inside brains which are not composed of physical forces which also operate outside 

brains). (Papineau, 2002: 243) 

If Papineau is right, then we have good evidence against any view that posits causal anomalies in the 

brain.  

There is a second version of response (c) that does not posit causal anomalies in the brain, and this is 

one reason why it will be useful to recategorize responses to the Causal Argument. This response says 

that conscious states act on physical things in a way that breaches the causal-closure principle, whilst 

at the same time being empirically undetectable. 

The most influential proponent this version of response (c) is Lowe (2008). Lowe suggests that brain 

states always bring about the physical effects that we would expect on the basis of laws which also 

operate outside brains. But sometimes they do so only by bringing about an intermediate nonphysical 

conscious state that in turn causes the relevant physical effect. Lowe suggests that the conscious state 

and its physical cause might be simultaneous, so that there is no temporal gap in the causal sequence. 

Because the physical effect lacks an immediate sufficient physical cause, Lowe’s proposal breaches 

the causal-closure principle. But because the physical sequence is exactly what we would expect, 

given ordinary physical laws, this breach is invisible to scientific observation. 

Lowe’s position is obviously very different from the version of response (c) which I have attributed to 

Descartes. For Lowe’s position does not entail the existence of any causal anomalies in the brain. It is 

therefore immune to the kind of evidence marshalled by Papineau (2002; 2009) even though it 

involves a breach in the causal-closure principle. Lowe regards this as an advantage.  

Even so, Lowe’s version of response (c) is vulnerable to one of the objections directed at response (b). 

Like systematic overdetermination, Lowe’s proposal involves an implausible coincidence. For, 

according to Lowe, conscious states only ever bring about those physical effects that we would expect 

their physical causes to bring about, given the laws that operate outside of brains. This seems 

implausible. Again, it is as though the laws connecting conscious states to their physical effects had 

been especially chosen to conceal the existence of the conscious states.  

By contrast, the version of response (c) I have attributed to Descartes involves no such coincidence. 

For on that view the physical effects of conscious states are not the effects we would expect from their 

physical causes. And, empirical evidence aside, this seems plausible given that, for dualists, conscious 

states are radically different in kind from their physical causes.  

The main theoretical drawback of Lowe’s version of response (c) is one that it shares with response 

(b) rather than with Descartes’ version of response (c). And it is the theoretical costs of these 

responses that are dialectically important. For this reason, it is unhelpful to divide responses to the 

Causal Argument by the premisses they reject.  It is more illuminating to divide responses into those 

that (α) reject the physical efficacy of conscious states (this category remains the same); (β) require 

implausible coincidences in the laws that govern causation; or (γ) posit causal anomalies in the brain. 

All three dualist responses to the Causal Argument, so categorised, are vulnerable to prima facie 

powerful objections. In a moment I will identify one further response that dualists might adopt (which 

is also likely to be seen as unattractive, however). But first, it will be useful to consider the problem 

with responses of kind (β) in greater detail. 
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Before Lowe (2008) advanced his proposal, Melnyk (2003: 294) had already argued that positions 

like the one Lowe adopts involve an unacceptable coincidence. But Lowe (2008: 77) rejects this on 

the grounds that the putative coincidence happens ‘at the level of the laws’, and he does not 

understand what it means to say that there is a coincidence at this level. It is not clear that there is a 

good argument here (Lowe does not develop his point). But in any case, it is possible to express the 

problem with responses of kind (β) in a way that does not use the concept of coincidence. This is done 

by applying elements of Lewis’ (1973: 71-2; 1994) best-systems theory of natural laws. 

True deductive systems (deductively closed, axiomatizable sets of true sentences) can be evaluated in 

terms of strength and simplicity. A system has greater strength the more it tells us. It has greater 

simplicity the fewer and more succinct its axioms are. (Both criteria are intuitive, and perhaps partly 

psychological.) The best system is the one that best balances strength and simplicity. Lewis (1973; 

1994), following Ramsey, proposes that natural laws are contingent generalisations that belong (as 

theorems or axioms) to the best system. (He adds a further criterion of ‘fit’ to deal with probabilistic 

laws, but we can ignore that here.) 

Lewis thinks that for a law to exist just is for it to belong to best system. But less Humean theorists 

are likely to agree that generalisations that belong to the best system are better candidates for laws 

than those that obviously do not. For this seems to follow from actual standards of theory choice. 

Sometimes balancing strength and simplicity will require careful judgement. But in other cases, it will 

be straightforward e.g. we should not posit laws that would require a significant decrease in the 

simplicity of the system to which they belong, without any increase in strength, and vice versa. 

Part of the problem with responses belonging to group (β), such as Lowe’s, is that they do just that. 

Lowe suggests that whilst brain states always bring about the physical effects we would expect, given 

the laws that operate outside brains, they sometimes do so only by bringing about an intermediate 

conscious state. To support these causal relations, we will need laws connecting brain states to the 

conscious states they produce, and laws connecting conscious states to the physical effects they 

produce. The first set of laws will come at a cost in simplicity, but at a significant gain in strength. For 

they (or the axioms from which they follow) will add lots of information to our system concerning 

what conscious states accompany what physical states. But once we have the physical laws that 

operate outside brains, and the laws connecting brain states to the conscious states they produce, we 

already have all the strength we are going to get. So, the laws connecting conscious states to their 

(putative) physical effects will reduce the simplicity of our system in return for no gain in strength at 

all. 

It follows that, whatever we think about the coincidence objection, positions belonging to group (β) 

are prima facie unattractive. Either way, they conflict with the ordinary constraints on what laws we 

posit. (Of course, a proponent of Lowe’s position might consider this an acceptable price to rescue 

interactive dualism.) 

The problem identified here will apply to almost every version of interactive dualism that makes the 

causal influence of conscious states on physical things empirically undetectable. This includes the 

overdetermination scenario, for example, as well as Gibb’s (2013; 2015) suggestion that conscious 

states might be causally relevant to the physical world by acting as ‘double preventers’.  

There is one exception. The problem with positions of group (β) arises from the fact that the physical 

effects brought about by conscious states in the brain are just what we would expect, given the way 

physical things behave in the absence of conscious states. This presupposes that causal processes 
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outside the brains of animate organisms are not influenced by conscious states. But a panpsychist 

might posit that, on the contrary, some classes of physical effects are always mediated by nonphysical 

phenomenal causes, both in the brains of animate organisms and in what we ordinarily, but 

mistakenly, take to be inanimate matter. 

On an appropriate panpsychist picture, the laws connecting the conscious states to their physical 

effects would come at no cost in simplicity, compared to the laws that operate outside of brains, for 

they would be amongst the laws that operate outside of brains. And so, it is plausible that a system 

comprising such laws could balance strength and simplicity as successfully as any other. 

The standard kind of panpsychism nowadays is Russellian monist. Russellian monist panpsychism 

says that conscious states just are the deep nature of physical things. A central motivation for 

Russellian monist panpsychism is that it permits conscious states to have physical effects without the 

drawbacks of dualist interactionism (cf. Chalmers, 2016). But dualists (including substance dualists) 

can get the same result by positing nonphysical conscious states that mediate between otherwise 

physical causes throughout nature. There is no reason why these conscious states should not be 

wholly distinct from the physical causes and effects they mediate between. And there is no reason 

why they should not satisfy a suitable definition of substance, like Descartes’ independence definition. 

(I have been talking about conscious ‘states’ for convenience. It is plausible that conscious states must 

belong to conscious subjects. If so, panpsychists have to say that conscious subjects are pervasive in 

the natural world too.) 

Unlike group (α) responses to the Causal Argument, dualist panpsychism says conscious states have 

physical effects. Unlike group (β) responses, it does not conflict with the ordinary constraints on what 

laws we posit. And unlike group (γ) responses, it does not posit causal anomalies in the brain, and is 

therefore immune to empirical refutation. And so, since we are classifying responses by their 

theoretical costs, dualist panpsychism should be regarded as a fourth group (δ). 

Whilst dualist panpsychism avoids the problems facing other dualist responses to the Causal 

Argument, it will be vulnerable to the main objections to Russellian monist panpsychism. First, 

panpsychism is widely felt to make an implausibly strong inference on the basis of the reliable 

knowledge we have of consciousness, which is confined to the experiences of animate organisms. 

Secondly, it is not clear how the conscious states mediating between causes in the relatively simple 

systems found throughout nature would combine to form complex human-level consciousness. And 

yet, if they do not do so, then the conscious states causing physical effects in your body, for example, 

would be the wrong ones: they would not be the conscious states that you, as a complex human-level 

subject, are having. In fact, it is possible to run versions of the Transparency Argument and its 

relatives with the conclusion that conscious subjects are never composites of other subjects (cf. Goff 

2017: 165-219). And so, option (δ) threatens to rescue dualism only at the cost of phenomenal 

transparency, the principle that motivated it in the first place.  

Dualist forms of panpsychism deserve separate discussion. But this outline is adequate for present 

purposes. With this in place, the responses dualists can make to the Causal Argument can be listed as 

follows: 

(α) Reject the physical efficacy of the mental. 

(β) Reject ordinary constraints on what laws we posit. 

(γ) Posit causal anomalies in the brain.  
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(δ) Panpsychism.  

Whilst I have explained the problems associated with these positions, especially (β) in terms of causal 

laws, I take it that the same problems could be expressed in terms of the causal regularities, or powers, 

or whatever, that we might posit in their place. The Causal Argument against dualism does not trade 

on a laws view of causation.  

Idealism 

Physicalism has been the standard view since the middle of the twentieth century. Dualism 

energetically re-entered mainstream philosophy a couple of decades later. But idealism has been on 

the periphery since the influential critiques of Moore (1903) and Russell (1912). If we reject 

phenomenal transparency, we can be physicalists. If we accept the theoretical costs associated with 

one of positions (α)-(δ) we can be dualists. But neither option is obviously attractive.  

We might hope, on these grounds, that idealism contains a way around the problem of consciousness 

that has gone unnoticed. This idea is superficially promising. For, on the one hand, idealism seems at 

least as well-suited as dualism to accommodate phenomenal transparency. And on the other hand, it 

seems that idealism might evade problems about mind-body interaction entirely, since the only 

interaction it posits is mind-mind. 

Before explaining why this hope is unfounded, it is necessary to explain what idealism is, and to 

distinguish between different versions of the doctrine. I focus on metaphysical idealism. This is the 

position associated canonically with Berkeley and Leibniz, and recently discussed by Chalmers 

(2019). And I will focus on two approaches to metaphysical idealism which are broadly continuous 

with those of Berkeley and Leibniz respectively, on a natural reading of their works. My focus is on 

the logically available options however, not on the historical positions. 

Above, I defined physicalism as the view that conscious states are either identical to, or in some other 

way nothing over and above physical things. Idealism is supposed to be the converse of physicalism. 

And so, we can define idealism as the view that physical things are either identical to, or in some 

other way nothing over and above conscious states. 

In defining physicalism, it was necessary to specify that as it is usually understood, physicalism is 

also committed to a nonrevisionary understanding of physical things, such that physical things are not 

fundamentally phenomenal. Likewise, idealism as it is usually understood, is committed to a 

nonrevisionary understanding of conscious states such that conscious states are fundamentally 

phenomenal. It is this that makes physicalism and idealism incompatible. 

The crucial difference between physicalists and idealists, in the sense specified here, is the strategies 

available to them in addressing the problem of consciousness. Physicalists can adopt a revisionary 

understanding of conscious states, in order to explain how they are nothing over and above physical 

things. But they cannot adopt a revisionary understanding of physical things. Idealists can adopt a 

revisionary understanding of physical things, to explain how they are nothing over and above 

conscious states. But they cannot adopt a revisionary understanding of conscious states. 

There is a longstanding disagreement amongst philosophers about whether the subjects of conscious 

states are something over and above the conscious states they possess. If they are, then idealist 

ontologies may include both conscious states, and the nonphysical subjects of those states.  



11 

 

I will discuss two kinds of idealism. These differ in the way in which they revise our understanding of 

physical things, in order to explain how they are nothing over and above conscious states. It is useful 

to introduce these positions against the background of the main arguments against physicalism. 

The Transparency Argument, the Conceivability Argument, and the Knowledge Argument seem to 

show that conscious states are something over and above physical things. But they do so only on the 

nonrevisionary understanding of physical things presupposed by physicalism. This is especially clear 

in the case of the Conceivability Argument, which must assume that physical concepts are 

transparent—that they reveal what it is for physical things to be a part of reality.  

It is often argued, however, that our scientific understanding of the physical world only tells us about 

the structural and nomological characteristics of physical things, not their intrinsic nature—supposing 

they have one. (Cf. Strawson, 2003; 2006; Chalmers 2016; Goff 2017: 135-40) This leaves open the 

possibility that physical things are themselves fundamentally phenomenal. There are two ways in 

which this might be the case, both of which have received considerable discussion.  

The first option is proposed by Berkeley. According to Berkeley, for physical things, esse is percipi—

to be is to be perceived. (Berkeley actually moves between this claim and the phenomenalist claim 

that to be is to be capable of being perceived. (Cf. Dancy, 1998: 42) I confine my attention to the 

idealist view.) It follows that a given physical thing, whether it is a carbon atom, a brain state, or a 

planet, is nothing over and above the conscious states of subjects observing that thing. These might be 

limited to nondivine subjects, like ourselves, or they might also include God, as Berkeley suggests.  

The second option is proposed by Leibniz (on a natural reading) and by some kinds of Russellian 

monist. It also says that physical things are fundamentally phenomenal. But this is not because they 

are constituted by the conscious states of the subjects who observe them. Rather, they are constituted 

by further conscious states (and hence, presumably, conscious subjects) of their own. Idealism of this 

form can be thought of as a hypothesis about the observation-independent nature of matter. It says that 

the observation-independent nature of matter is phenomenal. This kind of idealism is therefore a 

version of (monist) panpsychism. 

These two forms of idealism agree about the nature of the basic constituents of the world. But they 

differ on how the world is constructed out of those constituents. Notably, the first kind of idealism is 

anti-realist about the physical world, in the sense that it says that there is no physical world over and 

above our perceptions of it. The second kind of idealism is, in the same sense, realist. (Hence when 

people use ‘idealism’ as an antonym for ‘realism’, they can be assumed to have the first kind of 

idealism in mind only.) 

If we assume that anything with conscious states is a subject (contra Hume and Nagarjuna, as they are 

usually understood) we could call the first kind of idealism outlined here ‘esse-is-percipi’ idealism, 

and the second ‘esse-is-percipere’ idealism. The adjectival phrases would indicate the kind of being 

these two forms of idealism accord to physical things. Alternatively, we could call them ‘Berkeleyan’ 

and ‘Leibnizian’ idealism, given their broad continuity with these thinkers’ views. But that would risk 

confusing the positions with their historical eponyms. Taking no chances, I refer to them by the labels, 

‘anti-realist’ and ‘realist’ idealism respectively. 

Idealism and The Problem of Consciousness 

Anti-realist idealism, which I will discuss first, is familiar from Berkeley. We might expect, on this 

basis, that the relationship between anti-realist idealism and the problem of consciousness would also 
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be familiar ground. But this is only half true. Proponents of this position, like Robinson (2016) can 

certainly be read as motivating their position on the basis of phenomenal transparency (via the 

Knowledge Argument in Robinson’s case). But there has been limited discussion on whether and how 

anti-realist idealism can accommodate mind-body interaction. 

In the case of some versions of the interaction problem, this makes sense. For example, Elizabeth of 

Bohemia, and Pierre Gassendi can be read as objecting to Descartes’ dualism on the grounds that 

mind and body are too different in nature to act causally on one another. Idealists are clearly free from 

this concern. But as I explain in this section, the same does not apply to the Causal Argument.  

To see this, it is useful to consider the following scenario. Suppose a group of scientists observe your 

brain over a certain period. We can imagine that they have much more sophisticated electrodes, 

radiographs and so on than we have now, so that they are able to make detailed predictions about what 

will happen next, on the basis of physical laws. If we accept the evidence presented by Papineau 

(2002; 2009), then there are no causal anomalies in the brain. It follows that your behaviours (or the 

brain processes that initiate them) are exactly what the scientists expect, given the laws that operate 

outside brains. It makes no difference that your brain states are constituted by the conscious states of 

the scientists observing them. The behaviours they can predict will include those that we usually take 

to be caused by your conscious states. 

Anti-realist idealists face the same problem specifying the causal relations in this scenario as dualists. 

The apparent causes of your behaviour are the brain states from which they can be predicted. 

According to anti-realist idealists these brain states are constituted by the conscious states of the 

subjects observing them, the scientists in the present case. So, your behaviour is caused by conscious 

states. But these are the wrong conscious states. For they belong to the scientists observing your brain 

and not to you. If we say that these are the conscious states that cause your behaviour then the result 

will be a position of kind (α) where, for example, your conscious thirst does not cause you to reach for 

the glass of water after all. 

This shows that anti-realist idealism is not straightforwardly immune to the Causal Argument. It 

might be thought that there is a response available to anti-realist idealists that is not available to 

dualists. The response would take advantage of the fact that for anti-realist idealists, the brain states, 

being physical things, only exist so long as they are observed. 

It is true, anti-realist idealists might say, that when we confine our attention to the imagined scenario, 

it looks like your brain states cause your behaviour. But as soon as the scientists stop observing your 

brain, their perceptual states, and therefore the brain states they were observing, no longer exist. And 

yet, the kind of behaviours these states were taken to cause continue as before. You continue to reach 

for glasses of water when you are thirsty, and so on.  

Plausibly, we need an explanation of what brings about your behaviour that applies both when the 

scientists are observing your brain, and when they are not. If your brain states only exist when they 

are being observed, they are not a good candidate. Your conscious states, by contrast, are present both 

when the scientists are observing your brain, and when they have ceased to do so. And so your 

conscious states, anti-realist idealists might conclude, are a more suitable candidate for the causes of 

your behaviour.   

There are two objections to this response. First, there remains an implausible coincidence in the causal 

relations envisaged. For, it remains true that when the scientists are observing your brain, your 
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conscious states always cause exactly those effects we would expect given the laws that operate 

outside brains. Again, the laws connecting conscious states to their physical effects seem to have been 

carefully set up to conceal them from empirical detection. 

Secondly (as Berkeley was well aware) anti-realist idealists face a parallel puzzle about inanimate 

mechanisms. For example, when we observe the inner workings of a watch or a plant, we can predict 

everything that it does on the basis of ordinary physical laws (or at least, we are assuming that this is 

in principle possible). This suggests that the occurrences inside the mechanisms, and hence the 

conscious states that constitute them, are responsible for their outward behaviour. But as with humans, 

when we do not observe the inner workings of a watch or a plant, its outward behaviour, such as the 

rotation of the hands, or the growth of the leaves, continues. 

Anti-realist idealists must explain why the behaviour of the inanimate mechanisms continues, even 

when the inner workings are unobserved. And it seems that any such explanation will also be 

available for your continued behaviour (and likewise other animate organisms) once the scientists 

have ceased to observe your brain. As a result, any laws connecting your conscious states to your 

behaviour would come at a cost in the simplicity of the system to which these laws belong, with no 

gain in strength. 

For example, in the Principles (§§. 60-66) Berkeley posits one great mind, God, who is responsible 

for the functioning of all physical mechanisms, whether or not they are otherwise observed. God, 

Berkeley suggests, maintains a high degree of order in physical states, so as to permit us to predict 

their behaviour. For this reason, we can continue to talk about physical causes and effects when we 

speak with the vulgar even though strictly, only nonphysical things act as causes.  

Suppose it is true that God causes all physical occurrences other than our own bodily behaviours. And 

suppose that our behaviours can be predicted on the basis of the same laws as other physical 

occurrence. It follows that we can greatly increase the strength of the system to which our laws 

belong, at no cost in simplicity, by supposing that God causes our own behaviours too. (Presumably it 

would in fact reduce the simplicity of the system to introduce exceptions for the behaviour of animate 

organisms.) And so, we must conclude that our own conscious states are either physically 

inefficacious, as group (α) positions say; or they breach the ordinary constraints on what laws we 

posit, as group (β) positions say. Both options, of course, are open to dualists. (Alex Moran has 

pointed out to me that Berkeley himself seems to be committed to the view that God causes all 

physical effects, including own physical behaviours; and as Taylor (1985) argues, this seems to 

conflict with our ability to act causally on the physical world.) 

As Berkeley’s theistic idealism illustrates, anti-realist idealists face parallel problems to dualists, 

when it comes to accommodating the physical effects of conscious states. Theistic idealists might be 

tempted to argue that if God is responsible for the causal workings of the universe, the ordinary 

constraints on what causes we posit lose their significance. I do not find this convincing. But appeals 

to the mysterious workings of God are equally open to dualists, and so this is a moot point. 

Perhaps anti-realist idealists can find another strategy for explaining the behaviour of mechanisms 

whose inner workings are unobserved. But it is difficult to see how they will do this, when their 

resources consist solely in adding more subjects, to be aware of the otherwise unobserved physical 

causes. The presence of these subjects, whether single or multiple, divine or nondivine, will threaten 

the physical efficacy of our own conscious states, given that we are not generally engaged in 

observing our brains. 
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Anti-realist idealists might, of course, reject that claim that our behaviours follow from our physical 

states in accordance with the laws that operate outside brains. In that case, even once they had 

explained the continued functioning of unobserved mechanisms, it would be necessary to posit an 

alternative explanation in the case of animate organisms, and reasonable to bring in our own 

conscious states as causes. Incidentally, this appears to be the position favoured by Robinson (2016: 

45-6) who swiftly dismisses the putative evidence for the causal-closure principle as question-

begging. This however, is a version of response (γ). It is equally open to dualists, and not obviously 

any more attractive within an idealist framework. 

Alternatively, anti-realist idealists might abandon the thesis that for physical things to exist is for them 

to be perceived by subjects, and instead posit that they are constituted by their own conscious states, 

and presumably, the subjects to go with them. This would constitute a move from anti-realist to realist 

idealism, and it is to realist idealism that I now turn. 

Realist idealism resembles Leibniz’s view. (As Rutherford (2008) explains, there is debate about the 

degree to which Leibniz is a realist about physical things.) It also resembles, and is itself effectively a 

version of, Russellian panpsychism. This is because realist idealism says that physical things just are 

conscious states/subjects and aggregates thereof. One of the main motivations for Russellian 

panpsychism is that it promises to make headway on the problem of consciousness, where dualism 

and physicalism have failed to do so. (Cf. Chalmers, 2016) The case for thinking that Russellian 

panpsychism can do this applies equally to realist idealism.  

First, as with dualism and anti-realist idealism, realist idealism seems capable of accommodating 

phenomenal transparency. Realist idealists will grant that the Transparency Argument, the 

Conceivability Argument, and the Knowledge Argument show that conscious states are something 

over and above physical things, on the nonrevisionary understanding of physical things presupposed 

by physicalism. But, like anti-realist idealists, realist idealists will say that this is because the 

understanding of physical things presupposed by physicalism is false: physical things are 

fundamentally phenomenal. 

Realist idealists differ from anti-realist idealists in that they do not say that physical things are nothing 

over and above the conscious states of subjects who observe them. Rather they say that physical 

things are nothing over and above further conscious states/subjects that constitute them. And so, it is 

natural to say that according to realist idealists, to exist, for physical things, is not percipi but 

percipere.  

Initially realist idealism, alongside other forms of Russellian panpsychism, looks like it can also 

accommodate the physical efficacy of conscious states. For realist idealists can say that the deep 

nature of the physical things that cause your behaviour (your brain states) is your conscious 

experience. There is, therefore, no competition between your brain states and your conscious states for 

the casual role. The fact that you are not usually observing your brain is not a problem. For realist 

idealists do not claim that physical things are constituted by the experiences of subjects observing 

them. 

Like other forms of Russellian panpsychism, however, realist idealism faces two problems mentioned 

above. The first was that panpsychism seems to many theorists to make an implausibly strong 

inference on the basis of the limited range of conscious experiences we know about. The second was 

that it is not clear how the conscious states/subjects associated with the relatively simple systems 

found throughout nature combine to form complex human-level consciousness.  
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Especially troubling is the fact that it is difficult to see how your conscious states could be composed 

of simpler states/subjects in this way, without abandoning phenomenal transparency. For, again, it is 

possible to run versions of the Transparency Argument, the Knowledge Argument, and the 

Conceivability Argument with the conclusion that conscious subjects are never composites of other 

subjects. 

Panpsychists have proposed a number of responses to the combination problem. One strategy says 

that human level subjects are strongly emergent from the simpler states/subjects that make up most of 

nature. This removes the threat to phenomenal transparency, but only at the cost of reintroducing 

competitors for causes of your behaviour. For on this view, the simpler states/subjects that constitute 

your brain compete with the complex human-level subject that emerges from them. As a result, 

emergentist realist idealists must choose a version of options (α), (β), and (γ).  

A second option says that the simpler subjects ‘fuse’ to form human level subjects, in such a way that 

the former no longer exist. (Mørch, 2014) This removes the competition for the causal role. But it 

requires special fusion laws, alongside the additional subjects, increasing the ad hoc postulates 

required by realist idealism. And even then, there remains a coincidence of the kind that characterises 

group (β) positions. For the essentially new human level subjects must have exactly the same effects 

on the physical world as we would expect from an aggregate of the simpler subjects that no longer 

exist. 

Other options exist. But it is not necessary to examine them here. For, as I explained in section six, 

panpsychism is not exclusively available to monists. If panpsychism gets around the Causal Argument 

then this is because it posits that the kind of conscious states that act on the brains of animate 

organisms are causally active throughout nature. If the conscious states just are the deep nature of 

physical things, this results in idealism. But if the conscious states are something over and above 

physical things, and act as intermediaries in otherwise physical causal chains, this results in dualism. 

Both strategies are versions of option (δ) and both face the combination problem. There may be a 

response that gets around the combination problem without abandoning phenomenal transparency. 

But if so, there is no reason to think that it will be available to idealists but unavailable to dualists. 

And so, either way, realist idealism does not contain a solution to the problem of consciousness that is 

not available either to physicalists or to dualists.  

Conclusion 

Idealism does not solve the problem of consciousness. Arguably this should not surprise us. After all, 

the first canonical idealist was Leibniz. And Leibniz also advanced what can be seen as an early 

version of the Causal Argument, appealing to conservation laws in place of the causal-closure 

principle. Leibniz’s response is preestablished harmony, one of the classic group (α) options. And as 

he emphasised at the time, that response is equally open to dualists. (Leibniz, 1989: 223)  

This does not mean that idealism should be rejected. For even if idealism does not solve the problem 

of consciousness, it is not clear that dualism or physicalism can do so either. And yet, it is not obvious 

that there are other options worth pursuing. Indeed, with a sufficiently liberal understanding of what 

counts as physical (and theorists tend to be liberal about this) physicalism, dualism and idealism 

appear to be logically exhaustive. 
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Perhaps transcendental (as opposed to metaphysical) idealism deserves to be considered here. But in 

its classic form (as I read Kant, that is) transcendental idealism appears to be inconsistent with the 

transparency of phenomenal concepts. If so, then transcendental idealism starts out sharing the main 

drawback of physicalism. If, on the other hand, transcendental idealism endorses the transparency of 

phenomenal concepts, it is hard to see how it could say anything novel about the causal relations 

between conscious states and physical bodies. In any case, I postpone this discussion for another 

occasion. 

One lesson we might draw is that, if we want to uphold the transparency of phenomenal concepts, we 

should hold out hope that there are causal anomalies in the brain after all. For only in that case does 

there seem to be any prospect for a comprehensively satisfactory position, whether it is a version of 

dualism or idealism. (Comprehensively satisfactory insofar as phenomenal transparency, and mind-

body interaction are concerned. In other respects, causal anomalies in the brain would be 

disconcerting.) 

The prospects for positions of this sort may be better that I have implied. After all, the kind of 

evidence Papineau (2002; 2009) advances for the absence of such anomalies is hardly watertight. As 

Melnyk (2003) argues, if you do not think there is a good a priori case against physicalism, then the 

empirical evidence is powerful enough to warrant a high degree of credence in its favour. But those 

with a high degree of credence in phenomenal transparency will reasonably take more convincing.  

Furthermore, as Lowe (2008) points out, many theorists who are sceptical of physicalism are already 

committed to libertarianism about free will, which also plausibly requires causal anomalies in the 

brain. For these theorists, there is all the more reason to set a high threshold for evidence to the 

contrary. 

Rather than looking for loopholes in the Causal Argument, I suggest that opponents of physicalism 

should have the courage of their convictions and commit to the causal anomalies their position 

predicts. Göcke (2008; 2012: 4-6) is a good example of this attitude. Compelling work pressing 

roughly the same point from a scientifically detailed perspective has been carried out by Alin 

Christoph Cucu and Brian Pitts (Cucu and Pitts 2019; Cucu forthcoming; Pitts; forthcoming). 

It might be thought that the moral suggested here is objectionably unscientific. But this would be 

mistaken. For the correlative lesson is that the greater the evidence for the absence of causal 

anomalies in the brain, the less satisfactory idealism is, as well as other anti-physicalist positions. Foss 

(1987: 506) accuses idealists of ‘stroll[ing] on blithely no matter what empirical research may come 

up with.’ I am not sure whether this is accurate (Foss backs up his claim with no examples). But if the 

arguments of this chapter are correct, idealists cannot afford to ignore what the empirical data have to 

say. 
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